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1.1. The benefits of computer networks 

We can summarize the benefits of computer networks as follow: 

1. Resource Sharing 

Resource sharing means the goal is to make all programs, data and equipment available 

to anyone on the network without regard to the physical location of the resource and the 

user. 

Example: 

Suppose a user happens to be 1000 km away from his data should not prevent him 

from using the data as though they were local. Also load sharing is another aspect of 

resource sharing. 

 

2. High Reliability 

Network provides high reliability by having alternative sources of supply. 

Example: 

Suppose all files could be replicated on two or three machines, so if one of them is 

unavailable (due to a hardware failure), the other copies could be used. For military, 

banking, air traffic control, and many other applications, the ability to continue 

operating the face of hardware problems is of great importance. 

 

3.  Low Cost/Saving Money 

Small computers have a much better price/performance ratio than large one. Mainframes 

are roughly a factor of forty faster than the fastest single chip microprocessors, but they 

cost a thousand times more. This imbalance has caused many system designers to build 

systems consisting of powerful personal computers, as per user, with data kept on one or 

more shared file server machines. 

 

4. Communications 

Another goal of setting up a computer network has little to do with technology at all. A 

computer network can provide a powerful communication medium among widely 

separated people. Using a network, it is easy for two or more people who live far apart to 

write a report together. i.e. when one author makes a change to the document, which is 

kept online, the others can see the change immediately, instead of waiting several days 

for a letter. 

 

1.2. Network Hardware 

There are two types of transmission technology that are in widespread use. They are as 

follows: 
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1. Broadcast links 

Broadcast networks have a single communication channel that is shared by all the 

machines on the network.  

In Broadcast, the packet sent by any machine is received by all the others. An address 

field within the packet frame specifies the intended recipient. Upon receiving a packet, a 

machine checks the address field. If the packet is intended for the receiving machine, that 

machine processes the packet; if the packet is intended for some other machine, it is just 

ignored. Some broadcast systems also support transmission to a subset of the machines, 

something known as multicasting.  

 

2. Point-to-point links 

Point-to-point networks consist of many connections between individual pairs of 

machines. To go from the source to the destination, a packet on this type of network may 

have to first visit one or more intermediate machines. 

 

3. The network classification 

An alternative criterion for classifying networks is their scale. In (Fig. 1) we classify 

multiple processor systems by their physical size. At the top are the personal area 

networks, networks that are meant for one person.  

For example, a network connecting a computer with its mouse, keyboard, and printer 

is a personal area network. Also, beyond the personal area networks come longer-range 

networks. These can be divided into local, metropolitan, and wide area networks. 

Distance is important as a classification metric because different techniques are used at 

different scales.  

 

 
Fig. 1. Classification of interconnected processors by scale. 
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1.2.1. Local Area Networks 

Local area networks, generally called LANs, are privately-owned networks within a 

single building or campus of up to a few kilometers in size. They are widely used to 

connect personal computers and workstations in company offices and factories to share 

resources (e.g., printers) and exchange information. LANs are distinguished from other 

kinds of networks by three characteristics:  

(1) Their size  

(2) Their transmission technology, and  

(3) Their topology. 

LANs may use a transmission technology consisting of a cable to which all the machines 

are attached. The specifications of LAN are: 

1- It’s run at speeds of (10 Mbps) to (100 Mbps), Newer LANs operate at up to (10 

Gbps). 

2- low delay (microseconds or nanoseconds) 

3- Very few errors.  

 The (Fig.2) shows two topologies for broadcast of LANs. In a bus (i.e., a linear cable) 

network, at any instant at most one machine is the master and is allowed to transmit. All 

other machines are required to refrain from sending. An arbitration mechanism is needed 

to resolve conflicts when two or more machines want to transmit simultaneously. The 

arbitration mechanism may be centralized or distributed. IEEE 802.3, popularly called 

Ethernet.  

Second type of broadcast system (Fig. 2-b) is the ring. In a ring, each bit propagates 

around on its own, not waiting for the rest of the packet to which it belongs. Typically, 

each bit circumnavigates the entire ring in the time it takes to transmit a few bits, often 

before the complete packet has even been transmitted.  

Fig. 2. Two broadcast networks. (a) Bus. (b) Ring 
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1.2.2. Metropolitan Area Networks 

A metropolitan area network, or MAN, covers a city. The best-known example of a 

MAN is the cable television network available in many cities. This system grew from 

earlier community antenna systems used in areas with poor over-the-air television 

reception. In these early systems, a large antenna was placed on top of a nearby hill and 

signal was then piped to the subscribers' houses. 

Starting when the Internet attracted a mass audience, the cable TV network operators 

began to realize that with some changes to the system, they could provide two-way 

Internet service in unused parts of the spectrum. At that point, the cable TV system began 

to morph from a way to distribute television to a metropolitan area network. To a first 

approximation, a MAN might look something like the system shown in (Fig. 3). In this 

figure we see both television signals and Internet being fed into the centralized head end 

for subsequent distribution to people's homes.  

Fig. 3. A metropolitan area network based on cable TV. 

A MAN usually interconnects a number of local area networks (LANs) using a high-

capacity backbone technology, such as fiber-optical links, and provides up-link services 

to wide area networks (or WAN) and the Internet. 

1.2.3 Wide Area Networks 

A wide area network, or WAN, spans a large geographical area, often a country or 

continent. It contains a collection of machines intended for running user (i.e., application) 

programs. We will follow traditional usage and call these machines hosts. The hosts are 

connected by a communication subnet, or just subnet for short. The hosts are owned by 

the customers (e.g., people's personal computers), whereas the communication subnet is 

typically owned and operated by a telephone company or Internet service provider. The 
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job of the subnet is to carry messages from host to host, just as the telephone system 

carries words from speaker to listener.  

In most wide area networks, the subnet consists of two distinct components: 

transmission lines and switching elements. Transmission lines move bits between 

machines. They can be made of copper wire, optical fiber, or even radio links. Switching 

elements are specialized computers that connect three or more transmission lines. When 

data arrive on an incoming line, the switching element must choose an outgoing line on 

which to forward them. These switching computers have been called by various names in 

the past; the name router is now most commonly used.  

In this model, shown in (Fig. 4), each host is frequently connected to a LAN on which a 

router is present, although in some cases a host can be connected directly to a router. The 

collection of communication lines and routers (but not the hosts) form the subnet. 

 

 

Fig. 4. Relation between hosts on LANs and the subnet. 

A short comment about the term ''subnet'' is in order here. Originally, its only meaning 

was the collection of routers and communication lines that moved packets from the 

source host to the destination host.  

In most WANs, the network contains numerous transmission lines, each one connecting a 

pair of routers. If two routers that do not share a transmission line wish to communicate, 

they must do this indirectly, via other routers. When a packet is sent from one router to 

another via one or more intermediate routers, the packet is received at each intermediate 

router in its entirety, stored there until the required output line is free, and then 

forwarded. A subnet organized according to this principle is called a store-and-forward or 

packet-switched subnet.  
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The principle of a packet-switched WAN 

when a process on some host has a message to be sent to a process on some other host, 

the sending host first cuts the message into packets, each one bearing its number in the 

sequence. These packets are then injected into the network one at a time in quick 

succession. The packets are transported individually over the network and deposited at 

the receiving host, where they are reassembled into the original message and delivered to 

the receiving process. A stream of packets resulting from some initial message is 

illustrated in (Fig. 5) 

 

Fig. 5. A stream of packets from sender to receiver. 

In this figure, all the packets follow the route ACE, rather than ABDE or ACDE. In some 

networks all packets from a given message must follow the same route; in others each 

packet is routed separately. Of course, if ACE is the best route, all packets may be sent 

along it, even if each packet is individually routed. 

Routing decisions are made locally. When a packet arrives at router A, itis up to A to 

decide if this packet should be sent on the line to B or the line to C. How A makes that 

decision is called the routing algorithm.  

1.2.4. Wireless Networks 

Wireless networks can be divided into three main categories: 

1. System interconnection. 

2. Wireless LANs. 

3. Wireless WANs. 

System interconnection is all about interconnecting the components of a computer using 

short-range radio. Almost every computer has a monitor, keyboard, mouse, and printer 

connected to the main unit by cables. So many new users have a hard time plugging all 

the cables into the right little holes (even though they are usually color coded) that most 
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computer vendors offer the option of sending a technician to the user's home to do it. 

Consequently, some companies got together to design a short-range wireless network 

called Bluetooth to connect these components without wires. Bluetooth also allows 

digital cameras, headsets, scanners, and other devices to connect to a computer by merely 

being brought within range. No cables, no driver installation, just put them down, turn 

them on, and they work.  

In the simplest form, system interconnection networks use the master-slave paradigm of 

(Fig. 6-a). The system unit is normally the master, talking to the mouse, keyboard, etc., as 

slaves. The master tells the slaves what addresses to use, when they can broadcast, how 

long they can transmit, what frequencies they can use, and so on.  

Fig. 6. (a) Bluetooth configuration. (b) Wireless LAN. 

The next step up in wireless networking are the wireless LANs. These are systems in 

which every computer has a radio modem and antenna with which it can communicate 

with other systems. Often there is an antenna on the ceiling that the machines talk to, as 

shown in Fig. 6(b). However, if the systems are close enough, they can communicate 

directly with one another in a peer-to-peer configuration. Wireless LANs are becoming 

increasingly common in small offices and homes, where installing Ethernet is considered 

too much trouble, as well as in older office buildings, company cafeterias, conference 

rooms, and other places. There is a standard for wireless LANs, called IEEE 802.11, 

which most systems implement and which is becoming very widespread.  

The third kind of wireless network is used in wide area systems. The radio network used 

for cellular telephones is an example of a low-bandwidth wireless system. This system 

has already gone through three generations. The first generation was analog and for voice 

only. The second generation was digital and for voice only. The third generation is digital 

and is for both voice and data. In a certain sense, cellular wireless networks are like 

wireless LANs, except that the distances involved are much greater and the bit rates 

much lower. Wireless LANs can operate at rates up to about 50 Mbps over distances of 
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tens of meters. Cellular systems operate below 1 Mbps, but the distance between the base 

station and the computer or telephone is measured in kilometers rather than in meters.  

In addition to these low-speed networks, high-bandwidth wide area wireless networks are 

also being developed. The initial focus is high-speed wireless Internet access from homes 

and businesses, bypassing the telephone system. This service is often called local 

multipoint distribution service.  

Almost all wireless networks hook up to the wired network at some point to provide 

access to files, databases, and the Internet. There are many ways these connections can be 

realized, depending on the circumstances. For example, in Fig. 6 (a), we depict an 

airplane with a number of people using modems and seat-back telephones to call the 

office. Each call is independent of the other ones. A much more efficient option, 

however, is the flying LAN of Fig. 6 (b). Here each seat comes equipped with an 

Ethernet connector into which passengers can plug their computers. A single router on 

the aircraft maintains a radio link with some router on the ground, changing routers as it 

flies along. This configuration is just a traditional LAN, except that its connection to the 

outside world happens to be a radio link instead of a hardwired line. 

 

Fig. 6. (a) Individual mobile computers. (b) A flying LAN. 

1.2.5. Home Networks 

Every device in the home will be capable of communicating with every other device, and 

all of them will be accessible over the Internet.  

Many devices are capable of being networked. Some of the more obvious categories 

(with examples) are as follows: 

1. Computers (desktop PC, notebook PC, PDA, shared peripherals). 

2. Entertainment (TV, DVD, VCR, camcorder, camera, stereo, MP3). 

3. Telecommunications (telephone, mobile telephone, intercom, fax). 

4. Appliances (microwave, refrigerator, clock, furnace, airco, lights). 

5. Telemetry (utility meter, smoke/burglar alarm, thermostat, babycam). 
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1.2.6. Internetworks 

Many networks exist in the world, often with different hardware and software. People 

connected to one network often want to communicate with people attached to a different 

one. The fulfillment of this desire requires that different, and frequently incompatible 

networks, be connected, sometimes by means of machines called gateways to make the 

connection and provide the necessary translation, both in terms of hardware and software. 

A collection of interconnected networks is called an internetwork or internet. These terms 

will be used in a generic sense, in contrast to the worldwide Internet (which is one 

specific internet), which we will always capitalize. 

A common form of internet is a collection of LANs connected by a WAN. In fact, if we 

were to replace the label ''subnet'' in Fig. 4 by ''WAN,'' nothing else in the figure would 

have to change. The only real technical distinction between a subnet and a WAN in this 

case is whether hosts are present. If the system within the gray area contains only routers, 

it is a subnet; if it contains both routers and hosts, it is a WAN. The real differences relate 

to ownership and use. 

Subnets, networks, and internetworks are often confused. Subnet makes the most sense in 

the context of a wide area network, where it refers to the collection of routers and 

communication lines owned by the network operator. The combination of a subnet and its 

hosts forms a network. In the case of a LAN, the cable and the hosts form the network. 

There really is no subnet. 
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Network Topologies 

Network topology is the layout pattern of interconnections of the various elements (links, nodes, etc.) of a 

computer network. Network topologies may be physical or logical. Physical topology means the physical design 

of a network including the devices, location and cable installation. Logical topology refers to how data is actually 

transferred in a network as opposed to its physical design. 

 

Basic network topology types 

As shown in (Fig.1), there are seven basic topologies of network: 

 

1. Fully connected    

2. Bus topology 

3. Star topology 

4. Ring topology 

5. Tree topology 

6. Mesh topology 

7. Hybrid topology 

8. Dual Ring topologies 

9. Linear-topologies 

 

 

       Fig.1. Network topologies 

 

Classification of network topologies 

There are also two basic categories of network topologies: 

1. Physical topologies 

Physical topology is the mapping of the nodes of a network and the physical connections between them–the 

layout of wiring, cables, the locations of nodes, and the interconnections between the nodes and the cabling or 

wiring system. 

2. Logical topologies 

Logical topology is the way that the signals act on the network media, or the way that the data passes through 

the network from one device to the next without regard to the physical interconnection of the devices. 

http://en.wikipedia.org/wiki/Data_link
http://en.wikipedia.org/wiki/Node_%28networking%29
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Network Software 

In the following sections we examine the software structuring technique in some detail. 

The Relationship of Services to Protocols 

Service is a set of primitives (operations) that a layer provides to the layer above it. The service defines 

what operations the layer is prepared to perform on behalf of its users, but it says nothing at all about 

how these operations are implemented.  

A service relates to an interface between two layers, with the lower layer being the service provider and 

the upper layer being the service user. 

A protocol is a set of rules governing the format and meaning of the packets, or messages that are 

exchanged by the peer entities within a layer.  

Entities use protocols to implement their service definitions. They are free to change their protocols at 

will, provided they do not change the service visible to their users.  

In other words, services relate to the interfaces between layers, as illustrated in (Fig. 2)  

 

 

 

 

Fig. 2. The relationship between a service and a protocol. 

 

Connection-Oriented and Connectionless Services 

Layers can offer two different types of service to the layers above them: connection-oriented and 

connectionless. In this section we will look at these two types and examine the differences between 

them. 
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Connection-oriented service is modeled after the telephone system. To talk to someone, you pick up 

the phone, dial the number, talk, and then hang up. Similarly, to use a connection-oriented network 

service, the service user first establishes a connection, uses the connection, and then releases the 

connection. The essential aspect of a connection is that it acts like a tube: the sender pushes objects 

(bits) in at one end, and the receiver takes them out at the other end. In most cases the order is preserved 

so that the bits arrive in the order they were sent. 

In contrast, connectionless service is modeled after the postal system. Each message (letter) carries the 

full destination address, and each one is routed through the system independent of all the others. 

Normally, when two messages are sent to the same destination, the first one sent will be the first one to 

arrive. However, it is possible that the first one sent can be delayed so that the second one arrives first. 

A typical situation in which a reliable connection-oriented service is appropriate is file transfer. The 

owner of the file wants to be sure that all the bits arrive correctly and in the same order they were sent. 

Very few file transfer customers would prefer a service that occasionally scrambles or loses a few bits, 

even if it is much faster. 

Not all applications require connections. For example, as electronic mail becomes more common, 

electronic junk is becoming more common too. The electronic junk-mail sender probably does not want 

to go to the trouble of setting up and later tearing down a connection just to send one item. Nor is 100 

percent reliable delivery essential, especially if it costs more. All that is needed is a way to send a single 

message that has a high probability of arrival, but no guarantee. Unreliable (meaning not acknowledged) 

connectionless service is often called datagram service, in analogy with telegram service, which also 

does not return an acknowledgement to the sender. 

Still another service is the request-reply service. In this service the sender transmits a single datagram 

containing a request; the reply contains the answer. For example, a query to the local library asking 

where Uighur is spoken falls into this category. Request-reply is commonly used to implement 

communication in the client-server model: the client issues a request and the server responds to it. 

(Fig.3) summarizes the types of services discussed above. 

mk:@MSITStore:C:/My%20Data/E-Books/network/Computer%20Networks%20by%20Andraw%20S.Tanenbam/Computer%20Networks/Computer_Networks_4th_Ed_-_Andrew_S._Tan.chm::/0130661023_ch01lev1sec3.html#ch01fig16


University of Technology                                                                                                                   Computer Networks 
                                 4’th Class 

Computer Science Department                                            Mohammad Natiq Fadhil 
 

 

Chapter Two                    -4-  

 

 

Fig.3. Six different types of service. 

Service Primitives 

A service is formally specified by a set of primitives (operations) available to a user process to access 

the service. These primitives tell the service to perform some action or report on an action taken by a 

peer entity.  

The set of primitives available depends on the nature of the service being provided. The primitives for 

connection-oriented service are different from those of connectionless service. As a minimal example of 

the service primitives that might be provided to implement a reliable byte stream in a client-server 

environment, consider the primitives listed in (Fig. 3). 

 

Fig .3. Five service primitives for implementing a simple connection-oriented service. 
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Example of how a primitive works? 

First, the server executes LISTEN to indicate that it is prepared to accept incoming connections. A 

common way to implement LISTEN is to make it a blocking system call. After executing the primitive, 

the server process is blocked until a request for connection appears. 

Next, the client process executes CONNECT to establish a connection with the server. The CONNECT 

call needs to specify who to connect to, so it might have a parameter giving the server's address. The 

operating system then typically sends a packet to the peer asking it to connect, as shown by (1) in (Fig.4) 

The client process is suspended until there is a response. When the packet arrives at the server, it is 

processed by the operating system there. When the system sees that the packet is requesting a 

connection, it checks to see if there is a listener. If so, it does two things: unblocks the listener and sends 

back an acknowledgement (2). The arrival of this acknowledgement then releases the client. At this 

point the client and server are both running and they have a connection established. It is important to 

note that the acknowledgement (2) is generated by the protocol code itself, not in response to a user-

level primitive. If a connection request arrives and there is no listener, the result is undefined. In some 

systems the packet may be queued for a short time in anticipation of a LISTEN. 

 

Fig.4. Packets sent in a simple client-server interaction on a connection-oriented network. 

The obvious analogy between this protocol and real life is a customer (client) calling a company's 

customer service manager. The service manager starts out by being near the telephone in case it rings. 

Then the client places the call. When the manager picks up the phone, the connection is established. 
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The next step is for the server to execute RECEIVE to prepare to accept the first request. Normally, the 

server does this immediately upon being released from the LISTEN, before the acknowledgement can 

get back to the client. The RECEIVE call blocks the server. 

Then the client executes SEND to transmit its request (3) followed by the execution of RECEIVE to get 

the reply. 

The arrival of the request packet at the server machine unblocks the server process so it can process the 

request. After it has done the work, it uses SEND to return the answer to the client (4). The arrival of 

this packet unblocks the client, which can now inspect the answer. If the client has additional requests, it 

can make them now. If it is done, it can use DISCONNECT to terminate the connection. Usually, an 

initial DISCONNECT is a blocking call, suspending the client and sending a packet to the server saying 

that the connection is no longer needed (5). When the server gets the packet, it also issues a 

DISCONNECT of its own, acknowledging the client and releasing the connection. When the server's 

packet (6) gets back to the client machine, the client process is released and the connection is broken. In 

a nutshell, this is how connection-oriented communication works. 
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The OSI Reference Model 

The OSI reference model is shown in (Fig. 5).  

 

 

 

 

 

 

 

 

 

 

 

The OSI model has seven layers; we will discuss each layer of the model in turn, starting at the bottom 

layer. Note that the OSI model itself is not network architecture because it does not specify the exact 

services and protocols to be used in each layer. It just tells what each layer should do.  

The Physical Layer (Layer 1) 

The physical layer is concerned with transmitting raw bits over a communication channel. The design 

issues have to do with making sure that when one side sends a 1 bit, it is received by the other side as a 1 

bit, not as a 0 bit. Typical questions here are how many volts should be used to represent a 1 and how 

mk:@MSITStore:C:/My%20Data/E-Books/network/Computer%20Networks%20by%20Andraw%20S.Tanenbam/Computer%20Networks/Computer_Networks_4th_Ed_-_Andrew_S._Tan.chm::/0130661023_ch01lev1sec4.html#ch01fig20
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many for a 0, how many nanoseconds a bit lasts, whether transmission may proceed simultaneously in 

both directions, how the initial connection is established and how it is torn down when both sides are 

finished, and how many pins the network connector has and what each pin is used for. The design issues 

here largely deal with mechanical, electrical, and timing interfaces, and the physical transmission 

medium, which lies below the physical layer. 

The Data-Link Layer (Layer 2) 

Data-link layer services:- 

 Encapsulation of network layer data packets into frames 

 Frame synchronization 

 Logical link control (LLC) sublayer:  

o Error control  

Another function of the Data Link layer is error detection. Error detection is the process of 

detecting whether errors occurred during the transmission of the bits across the wire. The 

Data Link layer uses a calculated value called the CRC (Cyclic Redundancy Check) that's 

placed into the Data Link trailer that's added to the message frame before it's sent to the 

Physical layer. The receiving computer recalculates the CRC and compares it to the one sent 

with the data. If the two rules are equal, it's assumed that the data arrived without errors. 

Otherwise, the message frame may need to be retransmitted under control of an upper layer. 

Although the Data Link layer implements error detection, it does not include a function to 

perform error recovery. This is left for the upper layers to deal with, primarily on the 

Transport layer. 

 

o Flow control 

The Transport layer of the OSI model actually manages the mechanisms used to control the 

flow of data between two hosts. The Data Link layer defines the data values used in the flow 

control signaling between two transmitting hosts. There are two types of flow control 

implemented in data communications - software and hardware: 

Software flow control, common to networking, involves a process called XON/XOFF, whih 

roughly stands for transmission on/transmission off. Hardware flow control, also called 

RTS/CTS (ready to send/clear to send), uses two wires in a cable, one for RTS and one for 

CTS. When either is turned off, the flow is interrupted. 

 

 

 

http://en.wikipedia.org/wiki/Network_layer
http://en.wikipedia.org/wiki/Frame_%28telecommunications%29
http://en.wikipedia.org/wiki/Frame_synchronization
http://en.wikipedia.org/wiki/Logical_link_control
http://en.wikipedia.org/wiki/Error_control
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 Media access control (MAC) sublayer:  

o Multiple access protocols for channel-access control, for example CSMA/CD protocols 

for collision detection and retransmission in Ethernet bus networks and hub networks, or 

the CSMA/CA protocol for collision avoidance in wireless networks. 

o Physical addressing (MAC addressing) 

o LAN switching (packet switching) including MAC filtering and spanning tree protocol 

o Data packet queueing or scheduling 

o Store-and-forward switching or cut-through switching 

o Quality of Service (QoS) control 

o Virtual LANs (VLAN) 

MAC 

The MAC sublayer carries the physical address of each device on the network. This address is more 

commonly called a device's MAC address. The MAC address is a 48-bit address that's encoded on each 

network device by its manufacturer. It's the MAC address that the Physical layer uses to move data 

between nodes of the network. 

 

ARP (Address Resolution Protocol) 

ARP maintains a small database in memory, called the ARP cache, that cross references physical and 

logical addresses. When a device wants to communicate with a local device, it checks its ARP cache to 

determine whether it has that device's MAC address. If it doesn't, it sends out an ARP broadcast request 

to all devices on the local network. Each device examines the message to see whether the request is 

intended for it. If it is, the device responds with its MAC address, which is stored in the sending device's 

ARP cache. 

 
 

CSMA/CD (Carrier Sense Multiple Access/Collision Detection) 

CSMA/CD is the method used in Ethernet networks for controlling access to the physical media by 

network nodes. CSMA/CD process can be described as follows: Listen to see whether the wire is being 

used. 

 If the wire is busy, wait. 

 If the wire is quiet, send. 

 If a collision occurs while sending, stop wait a specific amount of time, and send again. 

 

 

 

http://en.wikipedia.org/wiki/Media_access_control
http://en.wikipedia.org/wiki/Multiple_access_protocol
http://en.wikipedia.org/wiki/CSMA/CD
http://en.wikipedia.org/wiki/Collision_detection
http://en.wikipedia.org/wiki/Ethernet
http://en.wikipedia.org/wiki/CSMA/CA
http://en.wikipedia.org/wiki/Collision_avoidance
http://en.wikipedia.org/wiki/Physical_address
http://en.wikipedia.org/wiki/LAN_switching
http://en.wikipedia.org/wiki/Packet_switching
http://en.wikipedia.org/wiki/Spanning_tree_protocol
http://en.wikipedia.org/wiki/Scheduling_algorithm#In_computer_networks_and_multiplexing
http://en.wikipedia.org/wiki/Store-and-forward
http://en.wikipedia.org/wiki/Cut-through_switching
http://en.wikipedia.org/wiki/Quality_of_Service
http://en.wikipedia.org/wiki/Virtual_LAN
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Segmentation 

Dividing up a LAN into smaller collision domains (segments) is called segmentation. General benefits 

of LAN segmentation: 

 Increased bandwidth per user 

 Keeping local traffic local 

 Reduced broadcasts 

 Decreased collisions 

Bridge 

A bridge is used to break larger network segments into smaller network segments. It works much like a 

repeater, but because a bridge works solely with Layer 2 protocols and layer 2 MAC sublayer addresses, 

it operates at the Data Link layer. A bridge uses the MAC address to perform its tasks, including: 

 Monitoring network traffic 

 Identifying the destination and source addresses of a message 

 Creating a routing table that identifies MAC addresses to the network segment on which they' 

relocated 

 Sending messages to only the network segment on which its destination MAC address is located 

 

Know the following about bridges: 

 Bridges operate at Layer 2 and usually do not reduce broadcasts because bridge forwards 

broadcast packets to all of its ports except the port on which the broadcast packet arrived. On the 

other hand, a router usually blocks broadcast packets. 

 Bridges expand the distance of an Ethernet network because each segment can be built to the 

maximum distance. 

 Bridges filter some traffic based upon MAC addresses. 

 Bandwidth is used more efficiently. 

 Local traffic is kept local.  

Switch 

In networking, a switch is a device responsible for multiple functions such as filtering, flooding, and 

sending frames. Broadly, a switch is any electronic/mechanical device allowing connections to be 

established as needed and terminated if no longer necessary. 

Layer-2 switching is shardware based, which means it uses the MAC address from the host's NIC cards 

to filter the network. Layer-2 switches are fast because they do not look at the Network layer header 

information, looking instead at the frame's hardware addresses before deciding to either forward the 

frame or drop it. 
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Three Switch Functions at layer 2 

1. Address learning - Layer-2 switches and bridges remember the source hardware address of each 

frame received on an interface and enter this information into a MAC database 

 

2. Forward/filter decisions - When a frame is received on an interface, the switch looks at the 

destination hardware address and finds the exit interface in the MAC database 

 

3. Loop avoidance - If multiple connections between switches are created for redundancy, network 

loops can occur. The Spanning-Tree Protocol (STP) is used to stop network loops and allow 

redundancy. 

 

Bridging versus LAN Switching 

Layer-2 switches are really just bridges with more ports. However, there are some important differences 

you should be aware of: 

1. Bridges are software based, while switches are hardware based. 

2. Bridges can only have one spanning-tree instance per bridge, while switches can have many. 

3. Bridges can only have up to 16 ports, whereas a switch can have hundreds. 

Five steps of Encapsulation 

1. User information is converted into data. 

2. Data is converted into segments for transport across the network. 

3. Segments are converted into segments for transport across the network. 

4. Packets and datagram’s are converted into frames and the Data Link header is added. 

5. The data in the frames is converted into bits for transmission over the physical media. 

 

Five steps of encapsulation that occurs when a user uses a browser to open a Web page: 

1. The user requests that the browser open a Web page. 

2. The transport layer adds a header indicating that an HTTP process is requested. 

3. The Network layer puts a source and destination address into its packet header that helps indicate the 

path across the network. 

4. The Data Link layer frame puts in the hardware addresses of both the source node and the next 

directly connected network device. 

5. The frame is converted into bits for transmission over the media. 
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The MAC Sublayer 
The MAC sublayer is responsible for interfacing between the LLC sublayer and Layer 1, the Physical 

layer. The MAC sublayer provides access control as well as addressing for the PDU. This sublayer is 

what makes multipoint communication with a LAN/WAN a reality. This sublayer is also able to operate 

as a full-duplex logical channel in a LAN. This logical channel supports unicast (point-to-point) 

services, multicast services (point-to-multipoint), and broadcast (point-to-multipoint) services.  

 

The MAC Address 
The IEEE 802 MAC address is a 48-bit address that is used to identify the network adaptor for a 

particular node or interface in the network. The MAC address was originally designed as a permanent 

address that is unique to the adaptor it is assigned to.  

 

The MAC are separated by either a colon (:) or a hyphen (-). Following is an example of each method: 

 

01:00:23:00:bf:00 

01-00-23-00-bf-00 

 

In these examples, the OUI would be 01:00:23, with the remainder being the NIC-specific identifier. 

Combined, they make up the MAC address. 

 

MAC addresses can be administered both universally and locally. When the address is administered 

universally, the MAC address is assigned to the interface by the device’s manufacturer. Locally 

administered addresses are manipulated by a network administrator for purposes that serve the needs of 

the LAN. 

 

Access Control for the Channel 

The MAC sublayer is responsible for ensuring that multiple nodes are able to connect to and share the 

same physical medium. The groups of protocols that operate and perform this function are known as 

multiple access protocols (MAP). 

These protocols detect and avoid collisions in contention environments and ensure that there are enough 

resources to set up a logical connection when needed. 

Data link Layer addressing 
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Directing data is what addressing is all about. At the Data Link layer, this is done by pointing PDUs to 

the destination MAC address for delivery of a frame within a LAN. The MAC address is the number 

that is assigned by the manufacturer of a NIC or a network interface. In Figure below, you can see a 

group of individuals sharing a physical medium. If Bob needs to send anything to Larry, he simply 

enters the MAC address (01:bb:04:af:00:1f) that is assigned to the NIC card on Larry’s PC in the frame 

and sends it toward Larry’s PC. 

Figure: Data link layer frame delivery 

 
The MAC Address Format 

The MAC header of a frame contains the destination and source MAC addresses for the interfaces 

involved in the communication stream. Figure below shows the 48 bits that make up the MAC address. 

 

 

 

 

 

 

 

 

 

 

 
MAC address format  

 

The first bit (the I/G bit) identifies whether the source/destination target is an individual (unicast) or a 

group (multicast). 
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The second bit in the source and destination address field indicates whether the address is globally or 

locally unique. This bit is called the G/L bit and it identifies whether the organizational assigned 

identifier is globally unique (G/L bit set to 0) or locally unique (G/L bit set to 1). If it is a locally unique 

identifier, then the address is unique only to the LAN. 

 

Unicast Addressing 

A unicast address is simply the address of a particular node’s interface within the LAN. The unicast 

address is the MAC address that is assigned to a device or an interface within the LAN.  

 

Unicasting  

Unicasting is the act of sending a frame from one source node to a single destination node. Figure below 

shows an example of unicasting. 

Figure: Unicasting 

 
The figure shows the server sending data to a single node on the LAN. The unicast address of the source 

is 00:01:af:21:ab:11, which is the MAC address of the interface on the source side of the transmission. 

The destination unicast address is the MAC address of the interface used by the destination node —in 

this case, 00:01:af:21:ab:00. All transmitted frames during the session will use the same destination and 

source unicast addresses. 

 

Multicast Addressing 

Multicasting is the act of sending a message to multiple nodes. Multicasting can be handled at the Layer 

3 level (IP multicasting) or at Layer 2 (Ethernet multicasting).  

Multicasting provides the ability for multiple nodes to receive data sent from a single transmission. 

Figure below shows an example of multicasting. 
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Notice that in the figure not all nodes are receiving the transmission that is being sourced from the 

server. This is because not all of the nodes are in the same multicast group. Also notice that the source 

address for the originator will be a unicast address. 

 

When a node decides to join a multicast group, it needs to determine if a received frame is a unicast or a 

multicast frame. NIC cards are configured to recognize when a frame is unicast and when it is not. How 

is this done? Remember the I/G bit that we discussed in Section 11.4.1.2? This is the bit that identifies if 

the frame is a unicast (I/G bit set to 0) or multicast (I/G bit set to 1). 

 

Broadcasting  
Broadcasting is really nothing more than multicasting to everyone in the LAN. 

 

Error Detection 

Frames are either fixed-length PDUs or bit-oriented. Regardless of the frame type, errors can occur in 

the LAN, and frames can disappear, duplicate, and even become corrupted on their way to a destination. 

An error in a length-type frame can cause the frame to terminate and skew the beginning of a new frame. 

Likewise, a bit can be set incorrectly in a bit-oriented type frame, which can cause duplication and even 

deletion of the frame. Errors can be caused by numerous reasons, environmental as well as traffic-

related. Electrical interference can cause noise on the physical medium, which can corrupt the bits in the 

frame.  

Other causes of transmission errors include: 

 

 Signal distortion  

 Synchronization issues  

 Crosstalk 
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There are two methods of error detection used at Layer 2, parity check and 

cyclic redundancy check (CRC) 

Parity check —the simplest of the error-checking methods. This method adds a bit to a string of bits to 

ensure that the total number of 1s in the string is equal to an even or an odd number. For example: 

 

Odd parity— 01010101 + 1 parity bit = 010101011.  

Notice that the total number of 1s is an odd number. An odd parity bit is always set to 1 if the total 

number of 1s in the string (before the parity bit is considered) is an even number. By adding 1 to the 

even number, it ensures that the number is odd, which matches the type of parity in use in this case.  

Figure below shows an example of data transmission using odd parity. 

Figure: Odd Parity 

 

In Figure 11-14, node A wants to send the data stream 0011 to node B. Node A computes the value of 

the data stream (0+0+1+1)21 and because odd parity checking is being used, 

node A turns the parity bit on to 1 before it transmits the data. Node B then receives the data and 

computes the overall value (0+0+1+1+1), which is an odd value. Odd Parity is in use, so node B reports 

a good frame received. Even parity— 01010100 + 1 parity bit = 010101001. Notice that the total 

number of 1s is an even number. An even parity bit is always set to 1 if the total number of 1s in the 

string (before the parity bit is considered) is an odd number. By adding 1 to the odd number, it ensures 

that the number is even, which matches the type of parity in use in this case.  

 
Figure shows an example of data transmission using even parity. 
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Figure: Even Parity 

 

In the Figure, node A wants to send the data stream 0011 to node B. Node A computes the value of the 

data stream (0+0+1+1) and because even parity checking is being used, node A does not turn on the 

parity bit before it transmits the data. Node B then receives the data and computes the overall value 

(0+0+1+1+0), which is an even value. Even parity is in use, so node B reports a good frame received. 

 

Finally, let’s take a look at the parity check when an error has occurred. Figure 11-16 shows an example 

of a data stream that is being sent using even parity. Notice that an error occurs before the stream 

reached the destination. When node B receives the data, it counts the number of 1s and notices that there 

is an odd number, therefore realizing that an error has occurred. 

 

Figure: A simple checksum 
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Figure: A parity Error 

 

The Network Layer 
The Network layer (also called layer 3) manages device addressing, tracks the location of devices 

on the network, and determines the best way to move data, which means that the Network layer must 

transport traffic between devices that aren’t locally attached. Routers (layer 3 devices) are specified at 

the Network layer and provide the routing services within an internetwork.  

 

It happens like this: First, when a packet is received on a router interface, the destination IP address 

is checked. If the packet isn’t destined for that particular router, it will look up the destination network 

address in the routing table. Once the router chooses an exit interface, the packet will be sent to that 

interface to be framed and sent out on the local network. If the router can’t find an entry for the packet’s 

destination network in the routing table, the router drops the packet. 

Two types of packets are used at the Network layer: data and route updates.  

Data packets Used to transport user data through the internetwork. Protocols used to support data traffic 

are called routed protocols; examples of routed protocols are IP and IPv6.  
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Route update packets Used to update neighboring routers about the networks connected to all routers 

within the internetwork. Protocols that send route update packets are called routing protocols; examples 

of some common ones are RIP, RIPv2, EIGRP, and OSPF. Route update packets are used to help build 

and maintain routing tables on each router.  

 

In Figure below, I’ve given you an example of a routing table. The routing table used in a router 

includes the following information: Network addresses Protocol-specific network addresses. A router 

must maintain a routing table for individual routing protocols because each routing protocol keeps track 

of a network with a different addressing scheme (IP, IPv6, and IPX, for example). Think of it as a street 

sign in each of the different languages spoken by the residents that live on a particular street. So, if there 

were American, Spanish, and French folks on a street named Cat, the sign would read Cat/Gato/Chat. 

 

 

 

Interface The exit interface a packet will take when destined for a specific network. 

Metric The distance to the remote network. Different routing protocols use different ways of computing 

this distance.  
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Data Encapsulation أضافة على موضوع الية تغليف البيانات       
Figure below shows the PDUs and how they attach control information to each layer. 

This figure demonstrates how the upper-layer user data is converted for transmission on 

the network. The data stream is then handed down to the Transport layer, which sets up a 

virtual circuit to the receiving device by sending over a synch packet. Next, the data 

stream is broken up into smaller pieces, and a Transport layer header (a PDU) is created 

and attached to the header of the data field; now the piece of data is called a segment.  

Each segment is sequenced so the data stream can be put back together on the 

receiving side exactly as it was transmitted. Each segment is then handed to the Network 

layer for network addressing and routing through the internetwork. Logical addressing 

(for example, IP) is used to get each segment to the correct network. The Network layer 

protocol adds a control header to the segment handed down from the Transport layer, and 

what we have now is called a packet or datagram. Remember that the Transport and 

Network layers work together to rebuild a data stream on a receiving host, but it’s not 

part of their work to place their PDUs on a local network segment—which is the only 

way to get the information to a router or host. 

 

It’s the Data Link layer that’s responsible for taking packets from the Network layer 

and placing them on the network medium (cable or wireless). The Data Link layer 

encapsulates each packet in a frame, and the frame’s header carries the hardware address 

of the source and destination hosts. If the destination device is on a remote network, then 

the frame is sent to a router to be routed through an internetwork. Once it gets to the 

destination network, a new frame is used to get the packet to the destination host. 



To put this frame on the network, it must first be put into a digital signal. Since a 

frame is really a logical group of 1s and 0s, the Physical layer is responsible for encoding 

these digits into a digital signal, which is read by devices on the same local network. The 

receiving devices will synchronize on the digital signal and extract (decode) the 1s and 0s 

from the digital signal. At this point, the devices build the frames, run a CRC, and then 

check their answer against the answer in the frame’s FCS field. If it matches, the packet 

is pulled from the frame and what’s left of the frame is discarded. This process is called 

de-encapsulation. The packet is handed to the Network layer, where the address is 

checked. If the address matches, the segment is pulled from the packet and what’s left of 

the packet is discarded. The segment is processed at the Transport layer, which rebuilds 

the data stream and acknowledges to the transmitting station that it received each piece. It 

then happily hands the data stream to the upper-layer application. 
 

At a transmitting device, the data encapsulation method works like this: 

1. User information is converted to data for transmission on the network. 

2. Data is converted to segments and a reliable connection is set up between the 

transmitting and receiving hosts. 

3. Segments are converted to packets or datagrams, and a logical address is placed in 

the header so each packet can be routed through an internetwork. 

4. Packets or datagrams are converted to frames for transmission on the local 

network. Hardware (Ethernet) addresses are used to uniquely identify hosts on a 

local network segment. 

5. Frames are converted to bits, and a digital encoding and clocking scheme is used. 

6. To explain this in more detail using the layer addressing, I’ll use Figure below. 
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Network Layer Design Issues 

In the following sections we will provide an introduction to some of the issues that the designers of the 

network layer must grapple with. These issues include the service provided to the transport layer and the 

internal design of the subnet. 

Store-and-Forward Packet Switching  

Before starting to explain the details of the network layer, it is probably worth restating the context in 

which the network layer protocols operate. This context can be seen in Figure below. The major 

components of the system are the carrier's equipment (routers connected by transmission lines), shown 

inside the shaded oval, and the customers' equipment, shown outside the oval. Host H1 is directly 

connected to one of the carrier's routers, A, by a leased line. In contrast, H2 is on a LAN with a router, 

F, owned and operated by the customer. This router also has a leased line to the carrier's equipment. We 

have shown F as being outside the oval because it does not belong to the carrier, but in terms of 

construction, software, and protocols, it is probably no different from the carrier's routers. Whether it 

belongs to the subnet is arguable, but for the purposes of this chapter, routers on customer premises are 

considered part of the subnet because they run the same algorithms as the carrier's routers (and our main 

concern here is algorithms). 

 

 

 

Figure 1. The environment of the network layer protocols. 

This equipment is used as follows. A host with a packet to send transmits it to the nearest router, either 

on its own LAN or over a point-to-point link to the carrier. The packet is stored there until it has fully 

arrived so the checksum can be verified. Then it is forwarded to the next router along the path until it 

reaches the destination host, where it is delivered. This mechanism is store-and-forward packet 

switching, as we have seen in previous chapters. 
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Services Provided to the Transport Layer 

The network layer services have been designed with the following goals in mind. 

1. The services should be independent of the router technology. 

2. The transport layer should be shielded from the number, type, and topology of the routers 

present. 

Implementation of Connectionless Service 

Having looked at the two classes of service the network layer can provide to its users, it is time to 

see how this layer works inside. Two different organizations are possible, depending on the type of 

service offered. If connectionless service is offered, packets are injected into the subnet individually and 

routed independently of each other. In this context, the packets are frequently called datagrams (in 

analogy with telegrams) and the subnet is called a datagram subnet. If connection-oriented service is 

used, a path from the source router to the destination router must be established before any data packets 

can be sent. This connection is called a VC (virtual circuit), in analogy with the physical circuits set up 

by the telephone system, and the subnet is called a virtual-circuit subnet. In this section we will examine 

datagram subnets; in the next one we will examine virtual-circuit subnets. 

Let us now see how a datagram subnet works. Suppose that the process P1 in Fig.2 has a long message 

for P2. It hands the message to the transport layer with instructions to deliver it to process P2 on host 

H2. The transport layer code runs on H1, typically within the operating system. It prepends a transport 

header to the front of the message and hands the result to the network layer, probably just another 

procedure within the operating system. 

 

 

 

 

 

 

 

 

Figure 2: Routing within a datagram 

subnet 
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Let us assume that the message is four times longer than the maximum packet size, so the network layer 

has to break it into four packets, 1, 2, 3, and 4 and sends each of them in turn to router A using some 

point-to-point protocol, for example, PPP. At this point the carrier takes over. Every router has an 

internal table telling it where to send packets for each possible destination. Each table entry is a pair 

consisting of a destination and the outgoing line to use for that destination. Only directly-connected lines 

can be used. For example, in Fig.2 , A has only two outgoing lines—to B and C—so every incoming 

packet must be sent to one of these routers, even if the ultimate destination is some other router. A's 

initial routing table is shown in the figure under the label ''initially.'' 

As they arrived at A, packets 1, 2, and 3 were stored briefly (to verify their checksums). Then each was 

forwarded to C according to A's table. Packet 1 was then forwarded to E and then to F. When it got to F, 

it was encapsulated in a data link layer frame and sent to H2 over the LAN. Packets 2 and 3 follow the 

same route. 

However, something different happened to packet 4. When it got to A it was sent to router B, even 

though it is also destined for F. For some reason, A decided to send packet 4 via a different route than 

that of the first three. Perhaps it learned of a traffic jam somewhere along the ACE path and updated its 

routing table, as shown under the label ''later.'' The algorithm that manages the tables and makes the 

routing decisions is called the routing algorithm.  

Implementation of Connection-Oriented Service 

For connection-oriented service, we need a virtual-circuit subnet. Let us see how that works. The idea 

behind virtual circuits is to avoid having to choose a new route for every packet sent, as in Fig. 2. 

Instead, when a connection is established, a route from the source machine to the destination machine is 

chosen as part of the connection setup and stored in tables inside the routers. That route is used for all 

traffic flowing over the connection, exactly the same way that the telephone system works. When the 

connection is released, the virtual circuit is also terminated. With connection-oriented service, each 

packet carries an identifier telling which virtual circuit it belongs to. 

As an example, consider the situation of Fig. 3. Here, host H1 has established connection 1 with host 

H2. It is remembered as the first entry in each of the routing tables. The first line of A's table says that if 

a packet bearing connection identifier 1 comes in from H1, it is to be sent to router C and given 

connection identifier 1. Similarly, the first entry at C routes the packet to E, also with connection 

identifier 1. 
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Figure 3. Routing within a virtual-circuit subnet. 

Now let us consider what happens if H3 also wants to establish a connection to H2. It chooses 

connection identifier 1 (because it is initiating the connection and this is its only connection) and tells 

the subnet to establish the virtual circuit. This leads to the second row in the tables. Note that we have a 

conflict here because although A can easily distinguish connection 1 packets from H1 from connection 1 

packets from H3, C cannot do this. For this reason, A assigns a different connection identifier to the 

outgoing traffic for the second connection. Avoiding conflicts of this kind is why routers need the ability 

to replace connection identifiers in outgoing packets. In some contexts, this is called label switching. 

Comparison of Virtual-Circuit and Datagram Subnets 

The Comparison of datagram and virtual-circuit subnets are listed in Fig.4, Virtual circuits allow packets 

to contain circuit numbers instead of full destination addresses. If the packets tend to be fairly short, a 

full destination address in every packet may represent a significant amount of overhead and hence, 

wasted bandwidth. Depending upon the relative cost of communication circuits versus router memory, 

one or the other may be cheaper. 

Another trade-off is setup time versus address parsing time. Using virtual circuits requires a setup phase, 

which takes time and consumes resources. However, figuring out what to do with a data packet in a 

virtual-circuit subnet is easy: the router just uses the circuit number to index into a table to find out 

where the packet goes. In a datagram subnet, a more complicated lookup procedure is required to locate 

the entry for the destination. 
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Figure 4. Comparison of datagram and virtual-circuit subnets. 

Yet another issue is the amount of table space required in router memory. A datagram subnet needs to 

have an entry for every possible destination, whereas a virtual-circuit subnet just needs an entry for each 

virtual circuit. However, this advantage is somewhat illusory since connection setup packets have to be 

routed too, and they use destination addresses, the same as datagrams do. 

Virtual circuits have some advantages in guaranteeing quality of service and avoiding congestion within 

the subnet because resources (e.g., buffers, bandwidth, and CPU cycles) can be reserved in advance, 

when the connection is established. Once the packets start arriving, the necessary bandwidth and router 

capacity will be there. With a datagram subnet, congestion avoidance is more difficult. 

For transaction processing systems (e.g., stores calling up to verify credit card purchases), the overhead 

required to set up and clear a virtual circuit may easily dwarf the use of the circuit. If the majority of the 

traffic is expected to be of this kind, the use of virtual circuits inside the subnet makes little sense. On 

the other hand, permanent virtual circuits, which are set up manually and last for months or years, may 

be useful here. 

Virtual circuits also have a vulnerability problem. If a router crashes and loses its memory, even if it 

comes back up a second later, all the virtual circuits passing through it will have to be aborted. In 

contrast, if a datagram router goes down, only those users whose packets were queued in the router at 

the time will suffer, and maybe not even all those, depending upon whether they have already been 

acknowledged. The loss of a communication line is fatal to virtual circuits using it but can be easily 
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compensated for if datagrams are used. Datagrams also allow the routers to balance the traffic 

throughout the subnet, since routes can be changed partway through a long sequence of packet 

transmissions. 

Quality of Service 

The techniques we looked at in the previous sections are designed to reduce congestion and improve 

network performance. In the following sections we will continue our study of network performance, but 

now with a sharper focus on ways to provide a quality of service matched to application needs. 

 

Requirements of QoS 

A stream of packets from a source to a destination is called a flow. Ina connection-oriented network, all 

the packets belonging to a flow follow the same route; in a connectionless network, they may follow 

different routes. The needs of each flow can be characterized by four primary parameters: reliability, 

delay, jitter, and bandwidth. Together these determine the QoS (Quality of Service) the flow requires. 

Several common applications and the stringency of their requirements are listed in Fig. 5. 

 

Figure 5. How stringent the quality-of-service requirements are. 

 

The first four applications have stringent requirements on reliability. No bits may be delivered 

incorrectly. This goal is usually achieved by checksumming each packet and verifying the checksum at 

the destination. If a packet is damaged in transit, it is not acknowledged and will be retransmitted 

eventually. This strategy gives high reliability. The four final (audio/video) applications can tolerate 

errors, so no checksums are computed or verified. 
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File transfer applications, including e-mail and video, are not delay sensitive. If all packets are delayed 

uniformly by a few seconds, no harm is done. Interactive applications, such as Web surfing and remote 

login, are more delay sensitive. Real-time applications, such as telephony and videoconferencing have 

strict delay requirements. If all the words in a telephone call are each delayed by exactly 2.000 seconds, 

the users will find the connection unacceptable. On the other hand, playing audio or video files from a 

server does not require low delay. 

The first three applications are not sensitive to the packets arriving with irregular time intervals between 

them. Remote login is somewhat sensitive to that, since characters on the screen will appear in little 

bursts if the connection suffers much jitter. Video and especially audio are extremely sensitive to jitter. 

If a user is watching a video over the network and the frames are all delayed by exactly 2.000 seconds, 

no harm is done. But if the transmission time varies randomly between 1 and 2 seconds, the result will 

be terrible. For audio, a jitter of even a few milliseconds is clearly audible. 

Finally, the applications differ in their bandwidth needs, with e-mail and remote login not needing much, 

but video in all forms needing a great deal. 

Internetworking 

Many different networks exist, including LANs, MANs, and WANs. Numerous protocols are in 

widespread use in every layer. In the following sections we will take a careful look at the issues that 

arise when two or more networks are connected to form an internet. 

As an example of how different networks might be connected, consider the example of Fig. 6. Here we 

see a corporate network with multiple locations tied together by a wide area ATM network. At one of 

the locations, an FDDI optical backbone is used to connect an Ethernet, an 802.11 wireless LAN, and 

the corporate data center's SNA mainframe network. 

 

Figure 6. A collection of interconnected networks. 
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How Networks Differ 

Networks can differ in many ways. Some of the differences, such as different modulation techniques or 

frame formats, are in the physical and data link layers. In Fig.7  we list some of the differences that can 

occur in the network layer 

 

Figure 7. Some of the many ways networks can differ. 

The IP Protocol 

An appropriate place to start our study of the network layer in the Internet is the format of the IP 

datagrams themselves. An IP datagram consists of a header part and a text part. The header has a 20 byte 

fixed part and a variable length optional part. The header format is shown in Fig. 8. It is transmitted in 

big-endian order: from left to right, with the high-order bit of the Version field going first. On little 

endian machines, software conversion is required on both transmission and reception. 

Figure 5-53. The IPv4 (Internet Protocol) header. 
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IP Addresses 

Every host and router on the Internet has an IP address, which encodes its network number and host 

number. The combination is unique: in principle, no two machines on the Internet have the same IP 

address. All IP addresses are 32 bits long and are used in the Source address and Destination address 

fields of IP packets. It is important to note that an IP address does not actually refer to a host. It really 

refers to a network interface, so if a host is on two networks, it must have two IP addresses. However, in 

practice, most hosts are on one network and thus have one IP address. 

For several decades, IP addresses were divided into the five categories listed in Fig. 9. This allocation 

has come to be called classful addressing. It is no longer used, but references to it in the literature are 

still common. We will discuss the replacement of classful addressing shortly. 

 

 

Figure 9. IP address formats. 

 

The class A, B, C, and D formats allow for up to 128 networks with 16 million hosts each, 16,384 

networks with up to 64K hosts, and 2 million networks (e.g., LANs) with up to 256 hosts each (although 

a few of these are special). Also supported is multicast, in which a datagram is directed to multiple 

hosts. Addresses beginning with 1111 are reserved for future use. Over 500,000 networks are now 

connected to the Internet, and the number grows every year. Network numbers are managed by a 

nonprofit corporation called ICANN (Internet Corporation for Assigned Names and Numbers) to avoid 

conflicts. 

Network addresses, which are 32-bit numbers, are usually written in dotted decimal notation. In this 

format, each of the 4 bytes is written in decimal, from 0 to 255. For example, the 32-bit hexadecimal 
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address C0290614 is written as 192.41.6.20. The lowest IP address is 0.0.0.0 and the highest is 

255.255.255.255. 

The values 0 and -1 (all 1s) have special meanings, as shown in Fig. 10. The value 0 means this network 

or this host. The value of -1 is used as a broadcast address to mean all hosts on the indicated network. 

 

Figure 10. Special IP addresses. 

The IP address 0.0.0.0 is used by hosts when they are being booted. IP addresses with 0 as network 

number refer to the current network. These addresses allow machines to refer to their own network 

without knowing its number (but they have to know its class to know how many 0s to include). The 

address consisting of all 1s allows broadcasting on the local network, typically a LAN. The addresses 

with a proper network number and all 1s in the host field allow machines to send broadcast packets to 

distant LANs anywhere in the Internet (although many network administrators disable this feature). 

Finally, all addresses of the form 127.xx.yy.zz are reserved for loopback testing. Packets sent to that 

address are not put out onto the wire; they are processed locally and treated as incoming packets. This 

allows packets to be sent to the local network without the sender knowing its number. 

Subnets 

As we have seen, all the hosts in a network must have the same network number. This property of IP 

addressing can cause problems as networks grow. For example, consider a university that started out 

with one class B network used by the Computer Science Dept. for the computers on its Ethernet. A year 

later, the Electrical Engineering Dept. wanted to get on the Internet, so they bought a repeater to extend 

the CS Ethernet to their building. As time went on, many other departments acquired computers and the 

limit of four repeaters per Ethernet was quickly reached. A different organization was required. 

Getting a second network address would be hard to do since network addresses are scarce and the 

university already had enough addresses for over 60,000 hosts. The problem is the rule that a single 
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class A, B, or C address refers to one network, not to a collection of LANs. As more and more 

organizations ran into this situation, a small change was made to the addressing system to deal with it. 

The solution is to allow a network to be split into several parts for internal use but still act like a single 

network to the outside world. A typical campus network nowadays might look like that of Fig. 11, with 

a main router connected to an ISP or regional network and numerous Ethernets spread around campus in 

different departments. Each of the Ethernets has its own router connected to the main router (possibly 

via a backbone LAN, but the nature of the interrouter connection is not relevant here). 

 

Figure 11. A campus network consisting of LANs for various departments. 
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Before we get into the more complicated aspects of IP addressing, you need to understand some 
of the basics. First I’m going to explain some of the fundamentals of IP addressing and its termi-
nology. Then you’ll learn about the hierarchical IP addressing scheme and private IP addresses.

IP Terminology

Throughout this chapter you’ll learn several important terms vital to your understanding of 
the Internet Protocol. Here are a few to get you started:

Bit A bit is one digit, either a 1 or a 0.

Byte A byte is 7 or 8 bits, depending on whether parity is used. For the rest of this chapter, 
always assume a byte is 8 bits.

Octet An octet, made up of 8 bits, is just an ordinary 8-bit binary number. In this chapter, 
the terms byte and octet are completely interchangeable.

Network address This is the designation used in routing to send packets to a remote net-
work—for example, 10.0.0.0, 172.16.0.0, and 192.168.10.0.

Broadcast address The address used by applications and hosts to send information to all 
nodes on a network is called the broadcast address. Examples include 255.255.255.255, 
which is all networks, all nodes; 172.16.255.255, which is all subnets and hosts on net-
work 172.16.0.0; and 10.255.255.255, which broadcasts to all subnets and hosts on 
network 10.0.0.0.

The Hierarchical IP Addressing Scheme

An IP address consists of 32 bits of information. These bits are divided into four sections, 
referred to as octets or bytes, each containing 1 byte (8 bits). You can depict an IP address 
using one of three methods:
� Dotted-decimal, as in 172.16.30.56
� Binary, as in 10101100.00010000.00011110.00111000
� Hexadecimal, as in AC.10.1E.38

All these examples truly represent the same IP address. Hexadecimal isn’t used as often as 
dotted-decimal or binary when IP addressing is discussed, but you still might find an IP address 
stored in hexadecimal in some programs. The Windows Registry is a good example of a pro-
gram that stores a machine’s IP address in hex.

The 32-bit IP address is a structured or hierarchical address, as opposed to a flat or nonhi-
erarchical address. Although either type of addressing scheme could have been used, hierar-
chical addressing was chosen for a good reason. The advantage of this scheme is that it can 
handle a large number of addresses, namely 4.3 billion (a 32-bit address space with two pos-
sible values for each position—either 0 or 1—gives you 232, or 4,294,967,296). The disadvan-
tage of the flat addressing scheme, and the reason it’s not used for IP addressing, relates to 
routing. If every address were unique, all routers on the Internet would need to store the 
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address of each and every machine on the Internet. This would make efficient routing impos-
sible, even if only a fraction of the possible addresses were used.

The solution to this problem is to use a two- or three-level hierarchical addressing scheme 
that is structured by network and host or by network, subnet, and host.

This two- or three-level scheme is comparable to a telephone number. The first section, the 
area code, designates a very large area. The second section, the prefix, narrows the scope to 
a local calling area. The final segment, the customer number, zooms in on the specific connec-
tion. IP addresses use the same type of layered structure. Rather than all 32 bits being treated 
as a unique identifier, as in flat addressing, a part of the address is designated as the network 
address and the other part is designated as either the subnet and host or just the node address.

In the following sections, I’m going to discuss IP network addressing and the different 
classes of address we can use to address our networks.

Network Addressing

The network address (which can also be called the network number) uniquely identifies each 
network. Every machine on the same network shares that network address as part of its IP 
address. In the IP address 172.16.30.56, for example, 172.16 is the network address.

The node address is assigned to, and uniquely identifies, each machine on a network. This 
part of the address must be unique because it identifies a particular machine—an individual—
as opposed to a network, which is a group. This number can also be referred to as a host 
address. In the sample IP address 172.16.30.56, the 30.56 is the node address.

The designers of the Internet decided to create classes of networks based on network size. For 
the small number of networks possessing a very large number of nodes, they created the rank 
Class A network. At the other extreme is the Class C network, which is reserved for the numer-
ous networks with a small number of nodes. The class distinction for networks between very 
large and very small is predictably called the Class B network.

Subdividing an IP address into a network and node address is determined by the class des-
ignation of one’s network. Figure 2.12 summarizes the three classes of networks—a subject I’ll 
explain in much greater detail throughout this chapter.

F I G U R E 2 . 1 2 Summary of the three classes of networks

Network Host Host Host

Network Network Host Host

Network Network Network Host

Multicast

Research

Class A:

Class B:

Class C:

Class D:

Class E:

8 bits 8 bits 8 bits 8 bits
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To ensure efficient routing, Internet designers defined a mandate for the leading-bits sec-
tion of the address for each different network class. For example, since a router knows that 
a Class A network address always starts with a 0, the router might be able to speed a packet 
on its way after reading only the first bit of its address. This is where the address schemes 
define the difference between a Class A, a Class B, and a Class C address. In the next sec-
tions, I’ll discuss the differences between these three classes, followed by a discussion of the 
Class D and Class E addresses (Classes A, B, and C are the only ranges that are used to 
address hosts in our networks).

Network Address Range: Class A

The designers of the IP address scheme said that the first bit of the first byte in a Class A net-
work address must always be off, or 0. This means a Class A address must be between 0 and 
127 in the first byte, inclusive.

Consider the following network address:

0xxxxxxx

If we turn the other 7 bits all off and then turn them all on, we’ll find the Class A range of net-
work addresses:

00000000 = 0

01111111 = 127

So, a Class A network is defined in the first octet between 0 and 127, and it can’t be less 
or more. (Yes, I know 0 and 127 are not valid in a Class A network. I’ll talk about reserved 
addresses in a minute.)

Network Address Range: Class B

In a Class B network, the RFCs state that the first bit of the first byte must always be turned 
on but the second bit must always be turned off. If you turn the other 6 bits all off and then 
all on, you will find the range for a Class B network:

10000000 = 128

10111111 = 191

As you can see, a Class B network is defined when the first byte is configured from 128 to 191.

Network Address Range: Class C

For Class C networks, the RFCs define the first 2 bits of the first octet as always turned on, 
but the third bit can never be on. Following the same process as the previous classes, convert 
from binary to decimal to find the range. Here’s the range for a Class C network:

11000000 = 192

11011111 = 223

So, if you see an IP address that starts at 192 and goes to 223, you’ll know it is a Class C 
IP address.
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Network Address Ranges: Classes D and E

The addresses between 224 to 255 are reserved for Class D and E networks. Class D (224–239) 
is used for multicast addresses and Class E (240–255) for scientific purposes, but I’m not going 
into these types of addresses in this book (and you don’t need to know them).

Network Addresses: Special Purpose

Some IP addresses are reserved for special purposes, so network administrators can’t ever 
assign these addresses to nodes. Table 2.4 lists the members of this exclusive little club and the 
reasons why they’re included in it.

Class A Addresses

In a Class A network address, the first byte is assigned to the network address and the three 
remaining bytes are used for the node addresses. The Class A format is as follows:

network.node.node.node

For example, in the IP address 49.22.102.70, the 49 is the network address and 22.102.70 is 
the node address. Every machine on this particular network would have the distinctive net-
work address of 49.

T A B L E 2 . 4 Reserved IP Addresses

Address Function

Network address of all 0s Interpreted to mean “this network or segment.”

Network address of all 1s Interpreted to mean “all networks.”

Network 127.0.0.1 Reserved for loopback tests. Designates the local 
node and allows that node to send a test packet to 
itself without generating network traffic.

Node address of all 0s Interpreted to mean “network address” or any host 
on specified network.

Node address of all 1s Interpreted to mean “all nodes” on the specified 
network; for example, 128.2.255.255 means “all 
nodes” on network 128.2 (Class B address).

Entire IP address set to all 0s Used by Cisco routers to designate the default 
route. Could also mean “any network.” 

Entire IP address set to all 1s (same as 
255.255.255.255)

Broadcast to all nodes on the current network; 
sometimes called an “all 1s broadcast” or limited 
broadcast. 
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Class A network addresses are 1 byte long, with the first bit of that byte reserved and the 
7 remaining bits available for manipulation (addressing). As a result, the maximum number 
of Class A networks that can be created is 128. Why? Because each of the 7 bit positions can 
be either a 0 or a 1, thus 27, or 128.

To complicate matters further, the network address of all 0s (0000 0000) is reserved to des-
ignate the default route (see Table 2.4 in the previous section). Additionally, the address 127, 
which is reserved for diagnostics, can’t be used either, which means that you can really only 
use the numbers 1 to 126 to designate Class A network addresses. This means the actual num-
ber of usable Class A network addresses is 128 minus 2, or 126.

The IP address 127.0.0.1 is used to test the IP stack on an individual node and 
cannot be used as a valid host address.

Each Class A address has 3 bytes (24-bit positions) for the node address of a machine. This 
means there are 224—or 16,777,216—unique combinations and, therefore, precisely that 
many possible unique node addresses for each Class A network. Because node addresses with 
the two patterns of all 0s and all 1s are reserved, the actual maximum usable number of nodes 
for a Class A network is 224 minus 2, which equals 16,777,214. Either way, that’s a huge 
amount of hosts on a network segment!

Class A Valid Host IDs

Here’s an example of how to figure out the valid host IDs in a Class A network address:
� All host bits off is the network address: 10.0.0.0.
� All host bits on is the broadcast address: 10.255.255.255.

The valid hosts are the numbers in between the network address and the broadcast address: 
10.0.0.1 through 10.255.255.254. Notice that 0s and 255s can be valid host IDs. All you need 
to remember when trying to find valid host addresses is that the host bits can’t all be turned 
off or all be on at the same time.

Class B Addresses

In a Class B network address, the first 2 bytes are assigned to the network address and the 
remaining 2 bytes are used for node addresses. The format is as follows:

network.network.node.node

For example, in the IP address 172.16.30.56, the network address is 172.16 and the node 
address is 30.56.

With a network address being 2 bytes (8 bits each), there would be 216 unique combinations. 
But the Internet designers decided that all Class B network addresses should start with the binary 
digit 1, then 0. This leaves 14 bit positions to manipulate, therefore 16,384 (that is, 214) unique 
Class B network addresses.

A Class B address uses 2 bytes for node addresses. This is 216 minus the two reserved pat-
terns (all 0s and all 1s), for a total of 65,534 possible node addresses for each Class B network.
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Class B Valid Host IDs

Here’s an example of how to find the valid hosts in a Class B network:
� All host bits turned off is the network address: 172.16.0.0.
� All host bits turned on is the broadcast address: 172.16.255.255.

The valid hosts would be the numbers in between the network address and the broadcast 
address: 172.16.0.1 through 172.16.255.254.

Class C Addresses

The first 3 bytes of a Class C network address are dedicated to the network portion of the 
address, with only 1 measly byte remaining for the node address. Here’s the format:

network.network.network.node

Using the example IP address 192.168.100.102, the network address is 192.168.100 and 
the node address is 102.

In a Class C network address, the first three bit positions are always the binary 110. The 
calculation is as follows: 3 bytes, or 24 bits, minus 3 reserved positions leaves 21 positions. 
Hence, there are 221, or 2,097,152, possible Class C networks.

Each unique Class C network has 1 byte to use for node addresses. This leads to 28 or 256, 
minus the two reserved patterns of all 0s and all 1s, for a total of 254 node addresses for each 
Class C network.

Class C Valid Host IDs

Here’s an example of how to find a valid host ID in a Class C network:
� All host bits turned off is the network ID: 192.168.100.0.
� All host bits turned on is the broadcast address: 192.168.100.255.

The valid hosts would be the numbers in between the network address and the broadcast 
address: 192.168.100.1 through 192.168.100.254.

Private IP Addresses

The people who created the IP addressing scheme also created what we call private IP addresses. 
These addresses can be used on a private network, but they’re not routable through the Internet. 
This is designed for the purpose of creating a measure of well-needed security, but it also con-
veniently saves valuable IP address space.

If every host on every network had to have real routable IP addresses, we would have run 
out of IP addresses to hand out years ago. But by using private IP addresses, ISPs, corpora-
tions, and home users only need a relatively tiny group of bona fide IP addresses to connect 
their networks to the Internet. This is economical because they can use private IP addresses on 
their inside networks and get along just fine.

To accomplish this task, the ISP and the corporation—the end user, no matter who they 
are—need to use something called Network Address Translation (NAT), which basically takes 
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a private IP address and converts it for use on the Internet. (NAT is covered in Chapter 11, 
“Network Address Translation.”) Many people can use the same real IP address to transmit 
out onto the Internet. Doing things this way saves megatons of address space—good for us all!

The reserved private addresses are listed in Table 2.5.

 

You must know your private address space!

 

So, What Private IP Address Should I Use?

 

That’s a really great question: Should you use Class A, Class B, or even Class C private address-
ing when setting up your network? Let’s take Acme Corporation in SF as an example. This com-
pany is moving into a new building and needs a whole new network (what a treat this is!). It has 
14 departments, with about 70 users in each. You could probably squeeze one or two Class C 
addresses to use, or maybe you could use a Class B, or even a Class A just for fun.

The rule of thumb in the consulting world is, when you’re setting up a corporate network—
regardless of how small it is—you should use a Class A network address because it gives you 
the most flexibility and growth options. For example, if you used the 10.0.0.0 network address 
with a /24 mask, then you’d have 65,536 networks, each with 254 hosts. Lots of room for 
growth with that network!

But if you’re setting up a home network, you’d opt for a Class C address because it is the easiest 
for people to understand and configure. Using the default Class C mask gives you one network 
with 254 hosts—plenty for a home network.

With the Acme Corporation, a nice 10.1.

 

x

 

.0 with a /24 mask (the 

 

x

 

 is the subnet for each depart-
ment) makes this easy to design, install, and troubleshoot.

 

T A B L E 2 . 5

 

Reserved IP Address Space

 

Address Class Reserved Address Space

 

Class A 10.0.0.0 through 10.255.255.255

Class B 172.16.0.0 through 172.31.255.255

Class C 192.168.0.0 through 192.168.255.255
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Broadcast Addresses
Most people use the term broadcast as a generic term, and most of the time, we understand what 
they mean. But not always. For example, you might say, “The host broadcasted through a router 
to a DHCP server,” but, well, it’s pretty unlikely that this would ever really happen. What you 
probably mean—using the correct technical jargon—is, “The host broadcasted for an IP address; 
a router then forwarded this as a unicast packet to the DHCP server.” Oh, and remember that with 
IPv4, broadcasts are pretty important, but with IPv6, there aren’t any broadcasts sent at all—now 
there’s something to get you excited about when you get to Chapter 13!

Okay, I’ve referred to broadcast addresses throughout Chapters 1 and 2, and even showed 
you some examples. But I really haven’t gone into the different terms and uses associated with 
them yet, and it’s about time I did. So here are the four different broadcast (generic term 
broadcast) types that I’d like to define for you:

Layer 2 broadcasts These are sent to all nodes on a LAN.

Broadcasts (layer 3) These are sent to all nodes on the network.

Unicast These are sent to a single destination host.

Multicast These are packets sent from a single source and transmitted to many devices on 
different networks.

First, understand that layer 2 broadcasts are also known as hardware broadcasts—they 
only go out on a LAN, and they don’t go past the LAN boundary (router). The typical hard-
ware address is 6 bytes (48 bits) and looks something like 0c.43.a4.f3.12.c2. The broadcast 
would be all 1s in binary, which would be all Fs in hexadecimal, as in FF.FF.FF.FF.FF.FF.

Then there’s the plain old broadcast addresses at layer 3. Broadcast messages are meant to 
reach all hosts on a broadcast domain. These are the network broadcasts that have all host bits 
on. Here’s an example that you’re already familiar with: The network address of 172.16.0.0 
255.255.0.0 would have a broadcast address of 172.16.255.255—all host bits on. Broadcasts 
can also be “all networks and all hosts,” as indicated by 255.255.255.255. A good example 
of a broadcast message is an Address Resolution Protocol (ARP) request. When a host has a 
packet, it knows the logical address (IP) of the destination. To get the packet to the destina-
tion, the host needs to forward the packet to a default gateway if the destination resides on a 
different IP network. If the destination is on the local network, the source will forward the 
packet directly to the destination. Because the source doesn’t have the MAC address to which 
it needs to forward the frame, it sends out a broadcast, something that every device in the local 
broadcast domain will listen to. This broadcast says, in essence, “If you are the owner of IP 
address 192.168.2.3, please forward your MAC address to me,” with the source giving the 
appropriate information.

A unicast is different because it’s a broadcast packet that goes from 255.255.255.255 to an 
actual destination IP address—in other words, it’s directed to a specific host. A DHCP client 
request is a good example of how a unicast works. Here’s an example: Your host on a LAN 
sends out an FF.FF.FF.FF.FF.FF layer 2 broadcast and 255.255.255.255 layer 3 destination 
broadcast looking for a DHCP server on the LAN. The router will see that this is a broadcast 
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How to Create Subnets

 

To create subnetworks, you take bits from the host portion of the IP address and reserve them 
to define the subnet address. This means fewer bits for hosts, so the more subnets, the fewer 
bits available for defining hosts.

Later in this chapter, you’ll learn how to create subnets, starting with Class C addresses. 
But before you actually implement subnetting, you need to determine your current require-
ments as well as plan for future conditions.

 

Before we move on to designing and creating a subnet mask, you need to 
understand that in this first section, we will be discussing classful routing, 
which means that all hosts (all nodes) in the network use the exact same sub-
net mask. When we move on to Variable Length Subnet Masks (VLSMs), I’ll 
discuss classless routing, which means that each network segment 

 

can

 

 use a 

 

different subnet mask.

 

To create a subnet follow these steps:

 

1.

 

Determine the number of required network IDs:
�

 

One for each subnet
�

 

One for each wide area network connection

 

2.

 

Determine the number of required host IDs per subnet:
�

 

One for each TCP/IP host
�

 

One for each router interface

 

3.

 

Based on the above requirements, create the following:
�

 

One subnet mask for your entire network
�

 

A unique subnet ID for each physical segment
�

 

A range of host IDs for each subnet

 

Understanding the Powers of 2

 

Powers of 2 are important to understand and memorize for use with IP subnetting. To review 
powers of 2, remember that when you see a number with another number to its upper right 
(called an exponent), this means you should multiply the number by itself as many times as 
the upper number specifies. For example, 2

 

3

 

 is 2 

 

×

 

 2 

 

×

 

 2, which equals 8. Here’s a list of powers 
of 2 that you should commit to memory:

2

 

1

 

 = 2

2

 

2

 

 = 4

2

 

3

 

 = 8
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Subnet Masks

 

For the subnet address scheme to work, every machine on the network must know which part 
of the host address will be used as the subnet address. This is accomplished by assigning a 

 

subnet 
mask

 

 to each machine. A subnet mask is a 32-bit value that allows the recipient of IP packets to 
distinguish the network ID portion of the IP address from the host ID portion of the IP address.

The network administrator creates a 32-bit subnet mask composed of 1s and 0s. The 1s in 
the subnet mask represent the positions that refer to the network or subnet addresses.

Not all networks need subnets, meaning they use the default subnet mask. This is basically 
the same as saying that a network doesn’t have a subnet address. Table 3.1 shows the default 
subnet masks for Classes A, B, and C. These default masks cannot change. In other words, you 
can’t make a Class B subnet mask read 255.0.0.0. If you try, the host will read that address 
as invalid and usually won’t even let you type it in. For a Class A network, you can’t change 
the first byte in a subnet mask; it must read 255.0.0.0 at a minimum. Similarly, you cannot 
assign 255.255.255.255, as this is all 1s—a broadcast address. A Class B address must start 
with 255.255.0.0, and a Class C has to start with 255.255.255.0.

 

2

 

4

 

 = 16

2

 

5

 

 = 32

2

 

6

 

 = 64

2

 

7

 

 = 128

2

 

8

 

 = 256

2

 

9

 

 = 512

2

 

10

 

 = 1,024

2

 

11

 

 = 2,048

2

 

12

 

 = 4,096

2

 

13

 

 = 8,192

2

 

14

 

 = 16,384

Before you get stressed out about knowing all these exponents, remember that it’s helpful 
to know them, but it’s not absolutely necessary. Here’s a little trick since you’re working 
with 2s: Each successive power of 2 is double the previous one.

For example, all you have to do to remember the value of 2

 

9

 

 is to first know that 2

 

8

 

 = 256. Why? 
Because when you double 2 to the eighth power (256), you get 2

 

9 

 

(or 512). To determine the 
value of 2

 

10

 

, simply start at 2

 

8

 

 = 256, and then double it twice.

You can go the other way as well. If you needed to know what 2

 

6

 

 is, for example, you just cut 
256 in half two times: once to reach 2

 

7

 

 and then one more time to reach 2

 

6

 

.
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Classless Inter-Domain Routing (CIDR)

 

Another term you need to familiarize yourself with is 

 

Classless Inter-Domain Routing (CIDR)

 

. 
It’s basically the method that ISPs (Internet service providers) use to allocate a number of 
addresses to a company, a home—a customer. They provide addresses in a certain block size, 
something I’ll be going into in greater detail later in this chapter.

When you receive a block of addresses from an ISP, what you get will look something like 
this: 192.168.10.32/28. This is telling you what your subnet mask is. The slash notation (/) 
means how many bits are turned on (1s). Obviously, the maximum could only be /32 because 
a byte is 8 bits and there are 4 bytes in an IP address: (4 

 

×

 

 8 = 32). But keep in mind that the 
largest subnet mask available (regardless of the class of address) can only be a /30 because 
you’ve got to keep at least 2 bits for host bits.

Take, for example, a Class A default subnet mask, which is 255.0.0.0. This means that the 
first byte of the subnet mask is all ones (1s), or 11111111. When referring to a slash notation, 
you need to count all the 1s bits to figure out your mask. The 255.0.0.0 is considered a /8 
because it has 8 bits that are 1s—that is, 8 bits that are turned on.

A Class B default mask would be 255.255.0.0, which is a /16 because 16 bits are ones (1s): 
11111111.11111111.00000000.00000000.

Table 3.2 has a listing of every available subnet mask and its equivalent CIDR slash notation.

 

T A B L E 3 . 1

 

Default Subnet Mask

 

Class Format Default Subnet Mask

 

A

 

network.node.node.node

 

255.0.0.0

B

 

network.network.node.node

 

255.255.0.0

C

 

network.network.network.node

 

255.255.255.0

 

T A B L E 3 . 2

 

CIDR Values 

 

Subnet Mask CIDR Value

 

255.0.0.0 /8

255.128.0.0 /9

255.192.0.0 /10

255.224.0.0 /11

255.240.0.0 /12
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The /8 through /15 can only be used with Class A network addresses. /16 through /23 can 
be used by Class A and B network addresses. /24 through /30 can be used by Class A, B, and 
C network addresses. This is a big reason why most companies use Class A network addresses. 
Since they can use all subnet masks, they get the maximum flexibility in network design.

 

255.248.0.0 /13

255.252.0.0 /14

255.254.0.0 /15

255.255.0.0 /16

255.255.128.0 /17

255.255.192.0 /18

255.255.224.0 /19

255.255.240.0 /20

255.255.248.0 /21

255.255.252.0 /22

255.255.254.0 /23

255.255.255.0 /24

255.255.255.128 /25

255.255.255.192 /26

255.255.255.224 /27

255.255.255.240 /28

255.255.255.248 /29

255.255.255.252 /30

 

T A B L E 3 . 2

 

CIDR Values

 

(continued)

 

Subnet Mask CIDR Value
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No, you cannot configure a Cisco router using this slash format. But wouldn’t 
that be nice? Nevertheless, it’s 

 

really

 

 important for you to know subnet masks 

 

in the slash notation (CIDR).

 

Subnetting Class C Addresses

 

There are many different ways to subnet a network. The right way is the way that works best 
for you. In a Class C address, only 8 bits are available for defining the hosts. Remember that 
subnet bits start at the left and go to the right, without skipping bits. This means that the only 
Class C subnet masks can be the following:

 

Binary     Decimal  CIDR

---------------------------------------------------------

00000000 = 0        /24

10000000 = 128      /25 

11000000 = 192      /26

11100000 = 224      /27

11110000 = 240      /28

11111000 = 248      /29

 

11111100 = 252      /30

 

We can’t use a /31 or /32 because we have to have at least 2 host bits for assigning IP addresses 
to hosts. In the past, I never discussed the /25 in a Class C network. Cisco always had been con-
cerned with having at least 2 subnet bits, but now, because of Cisco recognizing the 

 

ip subnet-
zero

 

 command in its curriculum and exam objectives, we can use just 1 subnet bit.
In the following sections, I’m going to teach you an alternate method of subnetting that makes 

it easier to subnet larger numbers in no time. Trust me, you need to be able to subnet fast!

 

Subnetting a Class C Address: The Fast Way!

When you’ve chosen a possible subnet mask for your network and need to determine the num-
ber of subnets, valid hosts, and broadcast addresses of a subnet that the mask provides, all you 
need to do is answer five simple questions:
� How many subnets does the chosen subnet mask produce?
� How many valid hosts per subnet are available?
� What are the valid subnets?
� What’s the broadcast address of each subnet?
� What are the valid hosts in each subnet?
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At this point, it’s important that you both understand and have memorized your powers of 2. 
Please refer to the sidebar “Understanding the Powers of 2” earlier in this chapter if you need some 
help. Here’s how you get the answers to those five big questions:
� How many subnets? 2x = number of subnets. x is the number of masked bits, or the 1s. 

For example, in 11000000, the number of 1s gives us 22 subnets. In this example, there 
are 4 subnets.

� How many hosts per subnet? 2y – 2 = number of hosts per subnet. y is the number of 
unmasked bits, or the 0s. For example, in 11000000, the number of 0s gives us 26 – 2 
hosts. In this example, there are 62 hosts per subnet. You need to subtract 2 for the subnet 
address and the broadcast address, which are not valid hosts.

� What are the valid subnets? 256 – subnet mask = block size, or increment number. An 
example would be 256 – 192 = 64. The block size of a 192 mask is always 64. Start count-
ing at zero in blocks of 64 until you reach the subnet mask value and these are your sub-
nets. 0, 64, 128, 192. Easy, huh?

� What’s the broadcast address for each subnet? Now here’s the really easy part. Since we 
counted our subnets in the last section as 0, 64, 128, and 192, the broadcast address is 
always the number right before the next subnet. For example, the 0 subnet has a broadcast 
address of 63 because the next subnet is 64. The 64 subnet has a broadcast address of 127 
because the next subnet is 128. And so on. And remember, the broadcast address of the 
last subnet is always 255.

� What are the valid hosts? Valid hosts are the numbers between the subnets, omitting the 
all 0s and all 1s. For example, if 64 is the subnet number and 127 is the broadcast address, 
then 65–126 is the valid host range—it’s always the numbers between the subnet address 
and the broadcast address.

I know this can truly seem confusing. But it really isn’t as hard as it seems to be at first—
just hang in there! Why not try a few and see for yourself?

Subnetting Practice Examples: Class C Addresses

Here’s your opportunity to practice subnetting Class C addresses using the method I just 
described. Exciting, isn’t it! We’re going to start with the first Class C subnet mask and work 
through every subnet that we can using a Class C address. When we’re done, I’ll show you how 
easy this is with Class A and B networks too!

Practice Example #1C: 255.255.255.128 (/25)

Since 128 is 10000000 in binary, there is only 1 bit for subnetting and 7 bits for hosts. We’re 
going to subnet the Class C network address 192.168.10.0.

192.168.10.0 = Network address

255.255.255.128 = Subnet mask

Now, let’s answer the big five:
� How many subnets? Since 128 is 1 bit on (10000000), the answer would be 21 = 2.
� How many hosts per subnet? We have 7 host bits off (10000000), so the equation would 

be 27 – 2 = 126 hosts.
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� What are the valid subnets? 256 – 128 = 128. Remember, we’ll start at zero and count in 
our block size, so our subnets are 0, 128.

� What’s the broadcast address for each subnet? The number right before the value of the 
next subnet is all host bits turned on and equals the broadcast address. For the zero sub-
net, the next subnet is 128, so the broadcast of the 0 subnet is 127.

� What are the valid hosts? These are the numbers between the subnet and broadcast 
address. The easiest way to find the hosts is to write out the subnet address and the broad-
cast address. This way, the valid hosts are obvious. The following table shows the 0 and 
128 subnets, the valid host ranges of each, and the broadcast address of both subnets:

Before moving on to the next example, take a look at Figure 3.1. Okay, looking at a 
Class C /25, it’s pretty clear there are two subnets. But so what—why is this significant? 
Well actually, it’s not, but that’s not the right question. What you really want to know is 
what you would do with this information!

F I G U R E 3 . 1 Implementing a Class C /25 logical network

I know this isn’t exactly everyone’s favorite pastime, but it’s really important, so just hang in 
there; we’re going to talk about subnetting—period. You need to know that the key to understand-
ing subnetting is to understand the very reason you need to do it. And I’m going to demonstrate 
this by going through the process of building a physical network—and let’s add a router. (We now 
have an internetwork, as I truly hope you already know!) All right, because we added that router, 
in order for the hosts on our internetwork to communicate, they must now have a logical network 
addressing scheme. We could use IPX or IPv6, but IPv4 is still the most popular, and it also just 
happens to be what we’re studying at the moment, so that’s what we’re going with. Okay—now 
take a look back to Figure 3.1. There are two physical networks, so we’re going to implement a log-
ical addressing scheme that allows for two logical networks. As always, it’s a really good idea to 

Subnet 0 128

First host 1 129

Last host 126 254

Broadcast 127 255

.2 .3 .4 .130 .131 .132 

Router#show ip route
[output cut]
C 192.168.10.0 is directly connected to Ethernet 0.
C 192.168.10.128 is directly connected to Ethernet 1.

192.168.10.0 .129 .1 192.168.10.128 
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look ahead and consider likely growth scenarios—both short and long term, but for this example, 
a /25 will do the trick.

Practice Example #2C: 255.255.255.192 (/26)

In this second example, we’re going to subnet the network address 192.168.10.0 using the 
subnet mask 255.255.255.192.

192.168.10.0 = Network address

255.255.255.192 = Subnet mask

Now, let’s answer the big five:
� How many subnets? Since 192 is 2 bits on (11000000), the answer would be 22 = 4 subnets.
� How many hosts per subnet? We have 6 host bits off (11000000), so the equation would 

be 26 – 2 = 62 hosts.
� What are the valid subnets? 256 – 192 = 64. Remember, we start at zero and count in our 

block size, so our subnets are 0, 64, 128, and 192.
� What’s the broadcast address for each subnet? The number right before the value of the next 

subnet is all host bits turned on and equals the broadcast address. For the zero subnet, the 
next subnet is 64, so the broadcast address for the zero subnet is 63.

� What are the valid hosts? These are the numbers between the subnet and broadcast address. 
The easiest way to find the hosts is to write out the subnet address and the broadcast address. 
This way, the valid hosts are obvious. The following table shows the 0, 64, 128, and 192 sub-
nets, the valid host ranges of each, and the broadcast address of each subnet:

Okay, again, before getting into the next example, you can see that we can now subnet a /26. 
And what are you going to do with this fascinating information? Implement it! We’ll use Figure 3.2 
to practice a /26 network implementation.

The /26 mask provides four subnetworks, and we need a subnet for each router interface. 
With this mask, in this example, we actually have room to add another router interface.

Practice Example #3C: 255.255.255.224 (/27)

This time, we’ll subnet the network address 192.168.10.0 and subnet mask 255.255.255.224.

192.168.10.0 = Network address

255.255.255.224 = Subnet mask
� How many subnets? 224 is 11100000, so our equation would be 23 = 8.
� How many hosts? 25 – 2 = 30.
� What are the valid subnets? 256 – 224 = 32. We just start at zero and count to the subnet 

mask value in blocks (increments) of 32: 0, 32, 64, 96, 128, 160, 192, and 224.

The subnets (do this first) 0 64 128 192

Our first host (perform host addressing last) 1 65 129 193

Our last host 62 126 190 254

The broadcast address (do this second) 63 127 191 255
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� What’s the broadcast address for each subnet (always the number right before the 
next subnet)?

� What are the valid hosts (the numbers between the subnet number and the broadcast 
address)?

F I G U R E 3 . 2 Implementing a Class C /26 logical network

To answer the last two questions, first just write out the subnets, then write out the broad-
cast addresses—the number right before the next subnet. Last, fill in the host addresses. The 
following table gives you all the subnets for the 255.255.255.224 Class C subnet mask:

Practice Example #4C: 255.255.255.240 (/28)

Let’s practice on another one:

192.168.10.0 = Network address

255.255.255.240 = Subnet mask
� Subnets? 240 is 11110000 in binary. 24 = 16.
� Hosts? 4 host bits, or 24 – 2 = 14.
� Valid subnets? 256 – 240 = 16. Start at 0: 0 + 16 = 16. 16 + 16 = 32. 32 + 16 = 48. 48 + 16 = 

64. 64 + 16 = 80. 80 + 16 = 96. 96 + 16 = 112. 112 + 16 = 128. 128 + 16 = 144. 144 + 
16 = 160. 160 + 16 = 176. 176 + 16 = 192. 192 + 16 = 208. 208 + 16 = 224. 224 + 16 = 240.

The subnet address 0 32 64 96 128 160 192 224

The first valid host 1 33 65 97 129 161 193 225

The last valid host 30 62 94 126 158 190 222 254

The broadcast address 31 63 95 127 159 191 223 255

.66 .67 .68 .130 .131 .132 

Router#show ip route
[output cut]
C 192.168.10.0 is directly connected to Ethernet 0 
C 192.168.10.64 is directly connected to Ethernet 1
C 192.168.10.128 is directly connected to Ethernet 2

192.168.10.64 

.2 .3 .4 .5 

192.168.10.0 

.129 .65 192.168.10.128 
.1 
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� Broadcast address for each subnet?

� Valid hosts?

To answer the last two questions, check out the following table. It gives you the subnets, 
valid hosts, and broadcast addresses for each subnet. First, find the address of each subnet 
using the block size (increment). Second, find the broadcast address of each subnet increment 
(it’s always the number right before the next valid subnet), then just fill in the host addresses. 
The following table shows the available subnets, hosts, and broadcast addresses provided 
from a Class C 255.255.255.240 mask:

Cisco has figured out that most people cannot count in 16s and therefore have 
a hard time finding valid subnets, hosts, and broadcast addresses with the 
Class C 255.255.255.240 mask. You’d be wise to study this mask.

Practice Example #5C: 255.255.255.248 (/29)

Let’s keep practicing:

192.168.10.0 = Network address

255.255.255.248 = Subnet mask
� Subnets? 248 in binary = 11111000. 25 = 32.
� Hosts? 23 – 2 = 6.
� Valid subnets? 256 – 248 = 0, 8, 16, 24, 32, 40, 48, 56, 64, 72, 80, 88, 96, 104, 112, 120, 

128, 136, 144, 152, 160, 168, 176, 184, 192, 200, 208, 216, 224, 232, 240, and 248.
� Broadcast address for each subnet?

� Valid hosts?

Take a look at the following table. It shows some of the subnets (first four and last four 
only), valid hosts, and broadcast addresses for the Class C 255.255.255.248 mask:

Subnet 0 16 32 48 64 80 96 112 128 144 160 176 192 208 224 240

First host 1 17 33 49 65 81 97 113 129 145 161 177 193 209 225 241

Last host 14 30 46 62 78 94 110 126 142 158 174 190 206 222 238 254

Broadcast 15 31 47 63 79 95 111 127 143 159 175 191 207 223 239 255

Subnet 0 8 16 24  … 224 232 240 248

First host 1 9 17 25  … 225 233 241 249

Last host 6 14 22 30  … 230 238 246 254

Broadcast 7 15 23 31  … 231 239 247 255
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Practice Example #6C: 255.255.255.252 (/30)

Just one more:

192.168.10.0 = Network address

255.255.255.252 = Subnet mask
� Subnets? 64.
� Hosts? 2.
� Valid subnets? 0, 4, 8, 12, etc., all the way to 252.
� Broadcast address for each subnet (always the number right before the next subnet)?

� Valid hosts (the numbers between the subnet number and the broadcast address)?

The following table shows you the subnet, valid host, and broadcast address of the first 
four and last four subnets in the 255.255.255.252 Class C subnet: 

Subnetting in Your Head: Class C Addresses

It really is possible to subnet in your head. Even if you don’t believe me, I’ll show you how. 
And it’s not all that hard either—take the following example:

192.168.10.33 = Node address

255.255.255.224 = Subnet mask

Subnet 0 4 8 12  … 240 244 248 252

First host 1 5 9 13  … 241 245 249 253

Last host 2 6 10 14  … 242 246 250 254

Broadcast 3 7 11 15  … 243 247 251 255

Should We Really Use This Mask That Provides Only Two Hosts?

You are the network administrator for Acme Corporation in San Francisco, with dozens of 
WAN links connecting to your corporate office. Right now your network is a classful network, 
which means that the same subnet mask is on each host and router interface. You’ve read 
about classless routing where you can have different size masks but don’t know what to use 
on your point-to-point WAN links. Is the 255.255.255.252 (/30) a helpful mask in this situation?

Yes, this is a very helpful mask in wide area networks.

If you use the 255.255.255.0 mask, then each network would have 254 hosts, but you only use 2 
addresses with a WAN link! That is a waste of 252 hosts per subnet. If you use the 255.255.255.252 
mask, then each subnet has only 2 hosts and you don’t waste precious addresses. This is a really 
important subject, one that we’ll address in a lot more detail in the section on VLSM network 
design later in this chapter.
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First, determine the subnet and broadcast address of the above IP address. You can do this 
by answering question 3 of the big five questions: 256 – 224 = 32. 0, 32, 64. The address of 
33 falls between the two subnets of 32 and 64 and must be part of the 192.168.10.32 subnet. 
The next subnet is 64, so the broadcast address of the 32 subnet is 63. (Remember that the 
broadcast address of a subnet is always the number right before the next subnet.) The valid 
host range is 33–62 (the numbers between the subnet and broadcast address). This is too easy!

Okay, let’s try another one. We’ll subnet another Class C address:

192.168.10.33 = Node address

255.255.255.240 = Subnet mask

What subnet and broadcast address is the above IP address a member of? 256 – 240 = 16. 
0, 16, 32, 48. Bingo—the host address is between the 32 and 48 subnets. The subnet is 
192.168.10.32, and the broadcast address is 47 (the next subnet is 48). The valid host range 
is 33–46 (the numbers between the subnet number and the broadcast address).

Okay, we need to do more, just to make sure you have this down.
You have a node address of 192.168.10.174 with a mask of 255.255.255.240. What is the 

valid host range?
The mask is 240, so we’d do a 256 – 240 = 16. This is our block size. Just keep adding 16 

until we pass the host address of 174, starting at zero, of course: 0, 16, 32, 48, 64, 80, 96, 112, 
128, 144, 160, 176. The host address of 174 is between 160 and 176, so the subnet is 160. The 
broadcast address is 175; the valid host range is 161–174. That was a tough one.

One more—just for fun. This is the easiest one of all Class C subnetting:

192.168.10.17 = Node address

255.255.255.252 = Subnet mask

What subnet and broadcast address is the above IP address a member of? 256 – 252 = 0 
(always start at zero unless told otherwise), 4, 8, 12, 16, 20, etc. You’ve got it! The host address 
is between the 16 and 20 subnets. The subnet is 192.168.10.16, and the broadcast address is 19. 
The valid host range is 17–18.

Now that you’re all over Class C subnetting, let’s move on to Class B subnetting. But before 
we do, let’s have a quick review.

What Do We Know?

Okay—here’s where you can really apply what you’ve learned so far, and begin committing 
it all to memory. This is a very cool section that I’ve been using in my classes for years. It will 
really help you nail down subnetting!

When you see a subnet mask or slash notation (CIDR), you should know the following:

/25 What do we know about a /25?

� 128 mask
� 1 bits on and 7 bits off (10000000)
� Block size of 128
� 2 subnets, each with 126 hosts
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/26 What do we know about a /26?

� 192 mask
� 2 bits on and 6 bits off (11000000)
� Block size of 64
� 4 subnets, each with 62 hosts

/27 What do we know about a /27?

� 224 mask
� 3 bits on and 5 bits off (11100000)
� Block size of 32
� 8 subnets, each with 30 hosts

/28 What do we know about a /28?

� 240 mask
� 4 bits on and 4 bits off
� Block size of 16
� 16 subnets, each with 14 hosts

/29 What do we know about a /29?

� 248 mask
� 5 bits on and 3 bits off
� Block size of 8
� 32 subnets, each with 6 hosts

/30 What do we know about a /30?

� 252 mask
� 6 bits on and 2 bits off
� Block size of 4
� 64 subnets, each with 2 hosts

Regardless of whether you have a Class A, Class B, or Class C address, the /30 mask will 
provide you with only two hosts, ever. This mask is suited almost exclusively—as well as sug-
gested by Cisco—for use on point-to-point links.

If you can memorize this “What Do We Know?” section, you’ll be much better off in your 
day-to-day job and in your studies. Try saying it out loud, which helps you memorize things—
yes, your significant other and/or coworkers will think you’ve lost it, but they probably 
already do if you are in the networking field. And if you’re not yet in the networking field but 
are studying all this to break into it, you might as well have people start thinking you’re an odd 
bird now since they will eventually anyway.
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It’s also helpful to write these on some type of flashcards and have people test your skill. 
You’d be amazed at how fast you can get subnetting down if you memorize block sizes as well 
as this “What Do We Know?” section.

 

Subnetting Class B Addresses

 

Before we dive into this, let’s look at all the possible Class B subnet masks first. Notice that 
we have a lot more possible subnet masks than we do with a Class C network address:

 

255.255.0.0    (/16)

255.255.128.0  (/17)      255.255.255.0    (/24)

255.255.192.0  (/18)      255.255.255.128  (/25)

255.255.224.0  (/19)      255.255.255.192  (/26)

255.255.240.0  (/20)      255.255.255.224  (/27)

255.255.248.0  (/21)      255.255.255.240  (/28)

255.255.252.0  (/22)      255.255.255.248  (/29)

 

255.255.254.0  (/23)      255.255.255.252  (/30)

 

We know the Class B network address has 16 bits available for host addressing. This means we 
can use up to 14 bits for subnetting (because we have to leave at least 2 bits for host addressing). 
Using a /16 means you are not subnetting with class B, but it is a mask you can use.

 

By the way, do you notice anything interesting about that list of subnet val-
ues—a pattern, maybe? Ah ha! That’s exactly why I had you memorize the 
binary-to-decimal numbers at the beginning of this section. Since subnet 
mask bits start on the left and move to the right and bits can’t be skipped, the 
numbers are always the same regardless of the class of address. Memorize 

 

this pattern.

 

The process of subnetting a Class B network is pretty much the same as it is for a Class C, 
except that you just have more host bits and you start in the third octet.

Use the same subnet numbers for the third octet with Class B that you used for the fourth 
octet with Class C, but add a zero to the network portion and a 255 to the broadcast section 
in the fourth octet. The following table shows you an example host range of two subnets used 
in a Class B 240 (/20) subnet mask:

Just add the valid hosts between the numbers, and you’re set!

 

The preceding example is true only until you get up to /24. After that, it’s 

 

numerically exactly like Class C.

 

First subnet

 

16.0 31.255

 

Second subnet

 

32.0 47.255
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Subnetting Practice Examples: Class B Addresses

This section will give you an opportunity to practice subnetting Class B addresses. Again, I 
have to mention that this is the same as subnetting with Class C, except we start in the third 
octet—with the exact same numbers!

Practice Example #1B: 255.255.128.0 (/17)

172.16.0.0 = Network address

255.255.128.0 = Subnet mask
� Subnets? 21 = 2 (same as Class C).
� Hosts? 215 – 2 = 32,766 (7 bits in the third octet, and 8 in the fourth).
� Valid subnets? 256 – 128 = 128. 0, 128. Remember that subnetting is performed in the 

third octet, so the subnet numbers are really 0.0 and 128.0, as shown in the next table. 
These are the exact numbers we used with Class C; we use them in the third octet and add 
a 0 in the fourth octet for the network address.

� Broadcast address for each subnet?

� Valid hosts?

The following table shows the two subnets available, the valid host range, and the broad-
cast address of each:

Okay, notice that we just added the fourth octet’s lowest and highest values and came up 
with the answers. And again, it’s done exactly the same way as for a Class C subnet. We just 
use the same numbers in the third octet and added 0 and 255 in the fourth octet—pretty simple 
huh! I really can’t say this enough: It’s just not hard; the numbers never change; we just use 
them in different octets!

Practice Example #2B: 255.255.192.0 (/18)

172.16.0.0 = Network address

255.255.192.0 = Subnet mask
� Subnets? 22 = 4.
� Hosts? 214 – 2 = 16,382 (6 bits in the third octet, and 8 in the fourth).
� Valid subnets? 256 – 192 = 64. 0, 64, 128, 192. Remember that the subnetting is per-

formed in the third octet, so the subnet numbers are really 0.0, 64.0, 128.0, and 192.0, 
as shown in the next table.

� Broadcast address for each subnet?

� Valid hosts?

Subnet 0.0 128.0

First host 0.1 128.1

Last host 127.254 255.254

Broadcast 127.255 255.255
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The following table shows the four subnets available, the valid host range, and the broad-
cast address of each:

Again, it’s pretty much the same as it is for a Class C subnet—we just added 0 and 255 in 
the fourth octet for each subnet in the third octet.

Practice Example #3B: 255.255.240.0 (/20)

172.16.0.0 = Network address

255.255.240.0 = Subnet mask
� Subnets? 24 = 16.
� Hosts? 212 – 2 = 4094.
� Valid subnets? 256 – 240 = 0, 16, 32, 48, etc., up to 240. Notice that these are the same 

numbers as a Class C 240 mask – we just put them in the third octet and add a 0 and 255 
in the fourth octet.

� Broadcast address for each subnet?

� Valid hosts?

The following table shows the first four subnets, valid hosts, and broadcast addresses in a 
Class B 255.255.240.0 mask:

Practice Example #4B: 255.255.254.0 (/23)

172.16.0.0 = Network address

255.255.254.0 = Subnet mask
� Subnets? 27 = 128.
� Hosts? 29 – 2 = 510.
� Valid subnets? 256 – 254 = 0, 2, 4, 6, 8, etc., up to 254.
� Broadcast address for each subnet?

� Valid hosts?

Subnet 0.0 64.0 128.0 192.0

First host 0.1 64.1 128.1 192.1

Last host 63.254 127.254 191.254 255.254

Broadcast 63.255 127.255 191.255 255.255

Subnet 0.0 16.0 32.0 48.0

First host 0.1 16.1 32.1 48.1

Last host 15.254 31.254 47.254 63.254

Broadcast 15.255 31.255 47.255 63.255
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The following table shows the first five subnets, valid hosts, and broadcast addresses in a 
Class B 255.255.254.0 mask:

Practice Example #5B: 255.255.255.0 (/24)

Contrary to popular belief, 255.255.255.0 used with a Class B network address is not called a 
Class B network with a Class C subnet mask. It’s amazing how many people see this mask used 
in a Class B network and think it’s a Class C subnet mask. This is a Class B subnet mask with 
8 bits of subnetting—it’s considerably different from a Class C mask. Subnetting this address is 
fairly simple:

172.16.0.0 = Network address

255.255.255.0 = Subnet mask
� Subnets? 28 = 256.
� Hosts? 28 – 2 = 254.
� Valid subnets? 256 – 255 = 1. 0, 1, 2, 3, etc., all the way to 255.
� Broadcast address for each subnet?

� Valid hosts?

The following table shows the first four and last two subnets, the valid hosts, and the 
broadcast addresses in a Class B 255.255.255.0 mask:

Practice Example #6B: 255.255.255.128 (/25)

This is one of the hardest subnet masks you can play with. And worse, it actually is a really 
good subnet to use in production because it creates over 500 subnets with 126 hosts for each 
subnet—a nice mixture. So, don’t skip over it!

172.16.0.0 = Network address

255.255.255.128 = Subnet mask

Subnet 0.0 2.0 4.0 6.0 8.0

First host 0.1 2.1 4.1 6.1 8.1

Last host 1.254 3.254 5.254 7.254 9.254

Broadcast 1.255 3.255 5.255 7.255 9.255

Subnet 0.0 1.0 2.0 3.0  ... 254.0 255.0

First host 0.1 1.1 2.1 3.1  ... 254.1 255.1

Last host 0.254 1.254 2.254 3.254  ... 254.254 255.254

Broadcast 0.255 1.255 2.255 3.255  ... 254.255 255.255
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� Subnets? 29 = 512.
� Hosts? 27 – 2 = 126.
� Valid subnets? Okay, now for the tricky part. 256 – 255 = 1. 0, 1, 2, 3, etc. for the third 

octet. But you can’t forget the one subnet bit used in the fourth octet. Remember when I 
showed you how to figure one subnet bit with a Class C mask? You figure this the same 
way. (Now you know why I showed you the 1-bit subnet mask in the Class C section—
to make this part easier.) You actually get two subnets for each third octet value, hence 
the 512 subnets. For example, if the third octet is showing subnet 3, the two subnets 
would actually be 3.0 and 3.128.

� Broadcast address for each subnet?

� Valid hosts?

The following table shows how you can create subnets, valid hosts, and broadcast 
addresses using the Class B 255.255.255.128 subnet mask (the first eight subnets are shown, 
and then the last two subnets):

Practice Example #7B: 255.255.255.192 (/26)

Now, this is where Class B subnetting gets easy. Since the third octet has a 255 in the mask 
section, whatever number is listed in the third octet is a subnet number. However, now that 
we have a subnet number in the fourth octet, we can subnet this octet just as we did with 
Class C subnetting. Let’s try it out:

172.16.0.0 = Network address

255.255.255.192 = Subnet mask
� Subnets? 210 = 1024.
� Hosts? 26 – 2 = 62.
� Valid subnets? 256 – 192 = 64. The subnets are shown in the following table. Do these 

numbers look familiar?
� Broadcast address for each subnet?

� Valid hosts?

Subnet 0.0 0.128 1.0 1.128 2.0 2.128 3.0 3.128  ... 255.0 255.128

First 
host

0.1 0.129 1.1 1.129 2.1 2.129 3.1 3.129  ... 255.1 255.129

Last 
host

0.126 0.254 1.126 1.254 2.126 2.254 3.126 3.254  ... 255.126 255.254

Broad-
cast

0.127 0.255 1.127 1.255 2.127 2.255 3.127 3.255  ... 255.127 255.255
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The following table shows the first eight subnet ranges, valid hosts, and broadcast 
addresses:

Notice that for each subnet value in the third octet, you get subnets 0, 64, 128, and 192 in 
the fourth octet.

Practice Example #8B: 255.255.255.224 (/27)

This is done the same way as the preceding subnet mask, except that we just have more subnets 
and fewer hosts per subnet available.

172.16.0.0 = Network address

255.255.255.224 = Subnet mask
� Subnets? 211 = 2048.
� Hosts? 25 – 2 = 30.
� Valid subnets? 256 – 224 = 32. 0, 32, 64, 96, 128, 160, 192, 224.
� Broadcast address for each subnet?

� Valid hosts?

The following table shows the first eight subnets:

This next table shows the last eight subnets:

Subnet 0.0 0.64 0.128 0.192 1.0 1.64 1.128 1.192

First host 0.1 0.65 0.129 0.193 1.1 1.65 1.129 1.193

Last host 0.62 0.126 0.190 0.254 1.62 1.126 1.190 1.254

Broadcast 0.63 0.127 0.191 0.255 1.63 1.127 1.191 1.255

Subnet 0.0 0.32 0.64 0.96 0.128 0.160 0.192 0.224

First host 0.1 0.33 0.65 0.97 0.129 0.161 0.193 0.225

Last host 0.30 0.62 0.94 0.126 0.158 0.190 0.222 0.254

Broadcast 0.31 0.63 0.95 0.127 0.159 0.191 0.223 0.255

Subnet 255.0 255.32 255.64 255.96 255.128 255.160 255.192 255.224

First host 255.1 255.33 255.65 255.97 255.129 255.161 255.193 255.225

Last host 255.30 255.62 255.94 255.126 255.158 255.190 255.222 255.254

Broadcast 255.31 255.63 255.95 255.127 255.159 255.191 255.223 255.255
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Subnetting in Your Head: Class B Addresses

 

Are you nuts? Subnet Class B addresses in our heads? It’s actually easier than writing it out—
I’m not kidding! Let me show you how:

 

Question:

 

 What subnet and broadcast address is the IP address 172.16.10.33 
255.255.255.224 (/27) a member of?

 

Answer:

 

 The interesting octet is the fourth octet. 256 – 224 = 32. 32 + 32 = 64. Bingo: 33 
is between 32 and 64. However, remember that the third octet is considered part of the 
subnet, so the answer would be the 10.32 subnet. The broadcast is 10.63, since 10.64 is 
the next subnet. That was a pretty easy one.

 

Question:

 

 What subnet and broadcast address is the IP address 172.16.66.10 
255.255.192.0 (/18) a member of?

 

Answer:

 

 The interesting octet is the third octet instead of the fourth octet. 256 – 192 = 64. 
0, 64, 128. The subnet is 172.16.64.0. The broadcast must be 172.16.127.255 since 
128.0 is the next subnet.

 

Question:

 

 What subnet and broadcast address is the IP address 172.16.50.10 
255.255.224.0 (/19) a member of?

 

Answer:

 

 256 – 224 = 0, 32, 64 (remember, we always start counting at zero (0)). The subnet 
is 172.16.32.0, and the broadcast must be 172.16.63.255 since 64.0 is the next subnet.

 

Question:

 

 What subnet and broadcast address is the IP address 172.16.46.255 
255.255.240.0 (/20) a member of?

 

Answer:

 

 256 – 240 = 16. The third octet is interesting to us. 0, 16, 32, 48. This subnet 
address must be in the 172.16.32.0 subnet, and the broadcast must be 172.16.47.255 
since 48.0 is the next subnet. So, yes, 172.16.46.255 is a valid host.

 

Question:

 

 What subnet and broadcast address is the IP address 172.16.45.14 
255.255.255.252 (/30) a member of?

 

Answer:

 

 Where is the interesting octet? 256 – 252 = 0, 4, 8, 12, 16 (in the fourth octet). 
The subnet is 172.16.45.12, with a broadcast of 172.16.45.15 because the next subnet is 
172.16.45.16.

 

Question:

 

 What is the subnet and broadcast address of the host 172.16.88.255/20?

 

Answer:

 

 What is a /20? If you can’t answer this, you can’t answer this question, can you? 
A /20 is 255.255.240.0, which gives us a block size of 16 in the third octet, and since no 
subnet bits are on in the fourth octet, the answer is always 0 and 255 in the fourth octet. 
0, 16, 32, 48, 64, 80, 96…bingo. 88 is between 80 and 96, so the subnet is 80.0 and the 
broadcast address is 95.255.

 

Question:

 

 A router receives a packet on an interface with a destination address of 
172.16.46.191/26. What will the router do with this packet?

 

Answer:

 

 Discard it. Do you know why? 172.16.46.191/26 is a 255.255.255.192 mask, 
which gives us a block size of 64. Our subnets are then 0, 64, 128, 192. 191 is the broad-
cast address of the 128 subnet, so a router, by default, will discard any broadcast packets.
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Subnetting Class A Addresses

Class A subnetting is not performed any differently than Classes B and C, but there are 24 bits 
to play with instead of the 16 in a Class B address and the 8 in a Class C address.

Let’s start by listing all the Class A masks:

255.0.0.0    (/8)

255.128.0.0  (/9)           255.255.240.0  (/20)

255.192.0.0  (/10)          255.255.248.0  (/21)

255.224.0.0  (/11)          255.255.252.0  (/22)

255.240.0.0  (/12)          255.255.254.0  (/23)

255.248.0.0  (/13)          255.255.255.0  (/24)

255.252.0.0  (/14)          255.255.255.128  (/25)

255.254.0.0  (/15)          255.255.255.192  (/26)

255.255.0.0  (/16)          255.255.255.224  (/27)

255.255.128.0  (/17)        255.255.255.240  (/28)

255.255.192.0  (/18)        255.255.255.248  (/29)

255.255.224.0  (/19)        255.255.255.252  (/30)

That’s it. You must leave at least 2 bits for defining hosts. And I hope you can see the pat-
tern by now. Remember, we’re going to do this the same way as a Class B or C subnet. It’s just 
that, again, we simply have more host bits and we just use the same subnet numbers we used 
with Class B and C, but we start using these numbers in the second octet.

Subnetting Practice Examples: Class A Addresses

When you look at an IP address and a subnet mask, you must be able to distinguish the bits 
used for subnets from the bits used for determining hosts. This is imperative. If you’re still 
struggling with this concept, please reread the section “IP Addressing” in Chapter 2. It shows 
you how to determine the difference between the subnet and host bits and should help clear 
things up.

Practice Example #1A: 255.255.0.0 (/16)

Class A addresses use a default mask of 255.0.0.0, which leaves 22 bits for subnetting since 
you must leave 2 bits for host addressing. The 255.255.0.0 mask with a Class A address is 
using 8 subnet bits.
� Subnets? 28 = 256.
� Hosts? 216 – 2 = 65,534.
� Valid subnets? What is the interesting octet? 256 – 255 = 1. 0, 1, 2, 3, etc. (all in the 

second octet). The subnets would be 10.0.0.0, 10.1.0.0, 10.2.0.0, 10.3.0.0, etc., up to 
10.255.0.0.

10089c03.fm  Page 134  Thursday, August 30, 2007  12:33 PM



Subnetting Basics 135

� Broadcast address for each subnet?

� Valid hosts?

The following table shows the first two and last two subnets, valid host range, and broad-
cast addresses for the private Class A 10.0.0.0 network:

Practice Example #2A: 255.255.240.0 (/20)

255.255.240.0 gives us 12 bits of subnetting and leaves us 12 bits for host addressing.
� Subnets? 212 = 4096.
� Hosts? 212 – 2 = 4094.
� Valid subnets? What is your interesting octet? 256 – 240 = 16. The subnets in the second 

octet are a block size of 1 and the subnets in the third octet are 0, 16, 32, etc.
� Broadcast address for each subnet?

� Valid hosts?

The following table shows some examples of the host ranges—the first three and the 
last subnets:

Practice Example #3A: 255.255.255.192 (/26)

Let’s do one more example using the second, third, and fourth octets for subnetting.
� Subnets? 218 = 262,144.
� Hosts? 26 – 2 = 62.
� Valid subnets? In the second and third octet, the block size is 1, and in the fourth octet, 

the block size is 64.
� Broadcast address for each subnet?

� Valid hosts?

Subnet 10.0.0.0 10.1.0.0 … 10.254.0.0 10.255.0.0

First host 10.0.0.1 10.1.0.1 … 10.254.0.1 10.255.0.1

Last host 10.0.255.254 10.1.255.254 … 10.254.255.254 10.255.255.254

Broadcast 10.0.255.255 10.1.255.255 … 10.254.255.255 10.255.255.255

Subnet 10.0.0.0 10.0.16.0 10.0.32.0 … 10.255.240.0

First host 10.0.0.1 10.0.16.1 10.0.32.1 … 10.255.240.1

Last host 10.0.15.254 10.0.31.254 10.0.47.254 … 10.255.255.254

Broadcast 10.0.15.255 10.0.31.255 10.0.47.255 … 10.255.255.255
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The following table shows the first four subnets and their valid hosts and broadcast 
addresses in the Class A 255.255.255.192 mask:

The following table shows the last four subnets and their valid hosts and broadcast 
addresses:

Subnetting in Your Head: Class A Addresses

This sounds hard, but as with Class C and Class B, the numbers are the same; we just start in 
the second octet. What makes this easy? You only need to worry about the octet that has the 
largest block size (typically called the interesting octet; one that is something other than 0 or 
255)—for example, 255.255.240.0 (/20) with a Class A network. The second octet has a block 
size of 1, so any number listed in that octet is a subnet. The third octet is a 240 mask, which 
means we have a block size of 16 in the third octet. If your host ID is 10.20.80.30, what is your 
subnet, broadcast address, and valid host range?

The subnet in the second octet is 20 with a block size of 1, but the third octet is in block 
sizes of 16, so we’ll just count them out: 0, 16, 32, 48, 64, 80, 96…voilà! (By the way, you 
can count by 16s by now, right?) This makes our subnet 10.20.80.0, with a broadcast of 
10.20.95.255 because the next subnet is 10.20.96.0. The valid host range is 10.20.80.1 
through 10.20.95.254. And yes, no lie! You really can do this in your head if you just get 
your block sizes nailed!

Okay, let’s practice on one more, just for fun!
Host IP: 10.1.3.65/23
First, you can’t answer this question if you don’t know what a /23, is. It’s 255.255.254.0. 

The interesting octet here is the third one: 256 – 254 = 2. Our subnets in the third octet are 0, 
2, 4, 6, etc. The host in this question is in subnet 2.0, and the next subnet is 4.0, so that makes 
the broadcast address 3.255. And any address between 10.1.2.1 and 10.1.3.254 is considered 
a valid host.

Subnet 10.0.0.0 10.0.0.64 10.0.0.128 10.0.0.192

First host 10.0.0.1 10.0.0.65 10.0.0.129 10.0.0.193

Last host 10.0.0.62 10.0.0.126 10.0.0.190 10.0.0.254

Broadcast 10.0.0.63 10.0.0.127 10.0.0.191 10.0.0.255

Subnet 10.255.255.0 10.255.255.64 10.255.255.128 10.255.255.192

First host 10.255.255.1 10.255.255.65 10.255.255.129 10.255.255.193

Last host 10.255.255.62 10.255.255.126 10.255.255.190 10.255.255.254

Broadcast 10.255.255.63 10.255.255.127 10.255.255.191 10.255.255.255
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