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 Strategic Information

They need information to formulate the business strategies, establish goals, set
objectives, and monitor results.
Here are some examples of business objectives:

 Retain the present customer base.
 Increase the customer base by 15% over the next 5 year.
 Enhance customer service level in shipments.
 Bring three new products to market in 2 years.
 Increase sales by 15% in the North East Division.

For making decisions about these objectives, managers need information for the
following purposes: to get in-depth knowledge of their company’s operations;
learn about the key business factors and how these affect one another; monitor
how the business factors change over time; and compare their company’s
performance relative to the competition and to industry benchmarks. managers
need to focus their attention on customers’ needs and preferences, emerging
technologies, sales and marketing results, and quality levels of products and
services. The types of information needed to make decisions in the formulation
and execution of business strategies and objectives are broad-based and
encompass the entire organization. We may combine all these types of essential
information into one group and call it strategic information.
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A producer wants to know
 What is the Data Warehouse?

A data warehouse is a relational database that is designed for query and analysis
rather than for transaction processing. It usually contains historical data derived
from transaction data, but it can include data from other sources. In addition to a
relational database, a data warehouse environment can include an Extraction,
Transportation, Transformation, and Loading (ETL) solution, Online Analytical
Processing (OLAP) and Data Mining capabilities, Client Analysis Tools , and other
applications that manage the process of gathering data and delivering it to
business users .

Formal Definition: “A data warehouse is a subject-oriented, integrated, time
variant and non-volatile collection of data in support of management decision
making process.”
It means:
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• Subject-Oriented: Stored data targets specific subjects.
Example: It may store data regarding total Sales, Number of Customers, etc. and
not general data on everyday operations.
Data warehouses are designed to help you analyze data. For example, to learn
more about your company's sales data, you can build a data warehouse that
concentrates on sales. Using this data warehouse, you can answer questions such
as "Who was our best customer for this item last year?”.

• Integrated: Data may be distributed across heterogeneous sources which have
to be integrated. Example:  Sales data may be on RDB, Customer information on
Flat files, etc.
Integration is the most important. Data is fed from multiple disparate sources into
the data warehouse. As the data is fed, it is converted, reformatted, re-
sequenced, summarized, and so forth. The result is that data once it resides in the
data warehouse has a single physical corporate image .

• Time Variant: Data stored may not be current but varies with time and data
have an element of time. Example: Data of sales in last 5 years, etc.
A data warehouse's focus on change over time is what is meant by the term time
variant. In order to discover trends in business, analysts need large amounts of
data.

• Non-Volatile: The data warehouse is read-only; it generally has only 2
operations performed on it: Loading of data and Access of data.
Nonvolatile means that, once entered into the data warehouse, data should not
change.  This is logical because the purpose of a data warehouse is to enable you
to analyze what has occurred.

Most companies have realized that collecting transactional data is useful. In
fact, it is tough to find any company that does not record their transactions. The
data that has been collected for a number of years reside in various data
sources—some in the mainframes, some in proprietary systems, and some in
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client-server applications. Also, each of these systems was probably built and is
being maintained by different people.
The typical dilemma of today's IT managers is not how to collect the data, but
how to use the data accumulated over the years. The answer might sound simple:
Put everything in one place and run reports against that database. Well, the
programmer who built the mainframe system le  the company 10 years ago. The
consultants that were hired to build the proprietary system have since moved on
to other jobs as well. Finally, you're already running the reports against the client
server system you use for daily data collection, but those reports are fairly rigid—
after they're printed, you can't really change or customize them. Each time you
need a specific report, you have to pay a premium rate for a week or two to the
outside consultant or to your own programmer. What can you do?
The goal of a data warehouse is to provide your company with an easy and quick
look at its historical data. Advanced OLAP (on-line analytical processing) tools let
DW users generate reports at a click of a mouse and look at the company's
performance from various angles. How much data you need to examine depends
on the nature of your business.
Suppose you have a manufacturing plant that produces thousands of parts per
hour. The type of information you might be interested in includes the number of
defects per hour or per day. Although you might want to examine the number of
defective parts this year against the same number five years ago, such a ratio
probably wouldn't provide the best picture of the company's performance. On the
other hand, if you're in a car rental business, you might want to examine the
number of customers this month against the same number six months ago. If you
need to analyze the purchasing trends for customers with various demographic
backgrounds, you might wish to examine data collected for a number of years. In
short, if you need to make use of the data residing in some or all of your systems,
you need to build a data warehouse.
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 What is the different between operations of Data base systems
and data warehouse?

data warehouse Operational Database

User Knowledge worker Clerk
Function Decision support Day to day operation

Data
Historical ,Summarized
Multidimensional,
Integrated

Current, up-to-date, detailed

Unit of
Work

Complex query Short, Simple transaction

The major distinguishing features between OLTP and OLAP are summarized as
follows:

 OLTP (on-line Transaction processing)

– Major task of traditional relational DBMS.
– Day-to-day operations: purchasing, inventory, banking, payroll, registration,

accounting, etc.

 OLAP (on-line Analytical processing)
– Data analysis and decision making (major task of data warehouse system).

– OLTP Systems are used to “run” a business.
– The Data Warehouse helps to “optimize” the business.

Distinct features OLTP OLAP
User and system orientation customer market
Data contents current, detailed historical

Database design
ER(entity-relationship)data
module+ application

star + subject

View current, local evolutionary, integrated
Access patterns update read-only but complex queries
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 Why Have a Separate Data Warehouse?

Three Main reasons:
1. OLTP systems require high concurrency, reliability, locking which

provide good performance for short and simple OLTP queries. An OLAP
query is very complex and does not require these properties. Use of
OLAP query on OLTP system degrades its performance.

2. An OLAP query reads HUGE amount of data and generates the required
result. The query is very complex too.

3. OLAP systems access historical data and not current volatile data while
OLTP systems access current up-to-date data and do not need historical
data.

Thus, Solution is to have a separate database system which supports
primitives and structures suitable to store, access and process OLAP specific
data … in short…have a data warehouse.
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 Multidimensional data model

Data warehouse systems provide online analytical processing (OLAP) tools for

interactive analysis of multidimensional data at varied levels. OLAP tools typically

use the data cube and a multidimensional data model to provide flexible access to

summarized data.

• Data cube

• Data cube is a structure that enables OLAP to achieve the multidimensional
functionality.

• The data cube is used to represent data along some measure of interest.

• Data Cubes are an easy way to look at the data (allow us to look at complex
data in a simple format).

• Although called a "cube", it can be 2-dimensional, 3-dimensional, or higher-
dimensional.

• Databases designs are for OLTP and efficiency in data storage.

• Data cube design is for efficiency in data retrieval (ensures report
optimization).

• The cube is comparable to a table in a relational database.
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Dimensions and Measures

• Dimensions and Measures

Data cubes have categories of data called dimensions and measures.
• Measure
Represents some fact (or number) such as cost or units of service.

- The measures are the actual data values that occupy the cells as defined
by the dimensions selected.

- Measures include facts or variables typically stored as numerical fields.
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• Dimension
Represents descriptive categories of data such as time or location.
Each dimension includes different levels of categories.

Dimensions are organized into hierarchies
 E.g., Time dimension: days weeks quarters

 E.g., Product dimension: product product line brand
 A Concept Hierarchy defines a sequence of mappings from a set of

low-level concepts to high-level.

 Consider a concept hierarchy for the dimension “Location”
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Concept Hierarchies
Concept hierarchies may also be defined by grouping values for a given

dimension or attribute, resulting in a set-grouping hierarchy

•Schemas for Multidimensional Databases

A data warehouse requires a concise, subject-oriented schema that facilitates
on-line data analysis. The most popular data model for a data warehouse is a
multidimensional model. Such a model can exist in the form of a star
schema, a snowflake schema, or a fact constellation schema. Let’s look at
each of these schema types.

1. Star schema: A fact table in the middle connected to a set of dimension
tables

It contains:
• A large central table (fact table)
• A set of smaller tables (dimension table), one for each dimension
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2. Snow flake schema:  A refinement of star schema where some dimensional
hierarchy is further splitting (normalized) into a set of smaller dimension
tables, forming a shape similar to snowflake, However, the snowflake
structure can reduce the effectiveness of browsing, since more joins will be
needed

3. Fact constellations:  Multiple fact tables share dimension tables, viewed as
a collection of stars, therefore called galaxy schema or fact constellation
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 On line analysis type (OLAP)
OLAP uses a Snapshot of a database taken at one point in time and then

puts the data into a dimensional model. The purpose of this model is to run

queries that deal with aggregations of data rather than individual

transactions. Data warehousing and On-Line Analytical Processing (OLAP)

are essential elements of decision support, which has increasingly become a

focus of the database industry. Many commercial products and services are

now available, and all of the principal database management system vendors

now have offerings in these areas. Decision support places some rather

different requirements on database technology compared to traditional On-

Line Transaction Processing (OLTP) applications. OLAP tools allow users

to make ad hoc queries or generate canned queries against the warehouse

database. The OLAP category has been divided further into the

multidimensional OLAP (MOLAP) and relational OLAP (ROLAP) markets.

Data warehouses and OLAP are necessary elements of Decision

Support Systems (DSSs). They enable business decision makers to

creatively approach, analyze and understand business problems. While data

warehouses are built to store very large amounts of integrated data used to

assist the decision-making process, the concept of OLAP, which is first

formulated in 1993 to enable business decision makers to work with data

warehouses, supports dynamic synthesis, analysis, and consolidation of large

volumes of multidimensional data.
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• Categorization of OLAP

1. ROLAP (Relational OLAP)
This type uses relational databases (RDMS) to store the data,

sometimes by using a star schema or snowflake schema. ROLAP tools
present sophisticated SQL and navigational methods on top of
traditional relational databases. Relational OLAP tools present
scalable, manageable technologies for very large data. ROLAP
databases can easily handle dimensions with high cardinality. Figure
shows the architecture of the ROLAP model. What you see is three-
tier architecture.

The architecture of the ROLAP

Advantages:
• It can handle large amounts of data.
• It can leverage functionalities inherent in the relational

database.
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Disadvantage:

 Performance can be slow because each ROLAP report is essentially a
SQL query (or multiple SQL queries) in the relational database.

 It is limited by SQL functionalities because ROLAP technology
mainly relies on generating SQL statements to query the relational
database, and SQL statements do not fit all needs.

2. MOLAP (Multidimensional OLAP):

In the MOLAP, data is extracted from the data warehouse and
aggregated into a data structure, commonly referred to as a cube, for
analysis. Uses a specialized data store with pre_aggregated
summaries to store the data. The MOLAP data store is built
specifically to handle multidimensional queries and offers fast,
efficient, and manageable access to multidimensional data. Figure
shows the architecture of the MOLAP model.

Architecture of the MOLAP model
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Advantages:
• It has excellent performance: A MOLAP cube is built for fast
data     retrieval, and is optimal for slicing and dicing operations.
• It can perform complex calculations.

Disadvantage:
• Limited in the amount of data it can handle because all
calculations are performed when the cube is built
• It requires additional investment: Cube technologies is often
proprietary and do not already exists in the organization.

3. HOLAP (Hybrid OLAP):

It bridges the technology gap between ROLAP and MOLAP, enabling
you to use both multidimensional data stores (MDDB) and RDBMS
data stores.

 Data warehouse architecture

• A Three-Tier Data Warehouse Architecture

Data warehouses often adopt three-tier architecture, as presented in
the following Figure:

1- Bottom tier is a warehouse database server that is almost always a relational

database system. Back-end tools and utilities are used to feed data into the bottom

tier from operational databases or other external sources. These tools and utilities

perform data extraction, cleaning, and transformation.

as well as load and refresh functions to update the data warehouse . The data are

extracted using application program interfaces known as gateways. A gateway is

supported by the underlying DBMS and allows client programs to generate SQL

code to be executed at a server.
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This tier also contains a metadata repository, which stores information about the

data warehouse and its contents.

A metadata repository is data about data. When used in a data
warehouse, metadata are the data that define warehouse objects.

A metadata repository should contain the following:

- A description of the structure of the data warehouse.

- Operational metadata.

- The algorithms used for summarization.

- The mapping from the operational environment.

- Data related to system performance.

- Business metadata.

2. Middle tier is an OLAP server that is typically implemented using
either

(1) A relational OLAP (ROLAP) model.

(2) A multidimensional OIAP (IOLAP) model.

 OLAP server Logically, OLAP servers present business users
with multidimensional data from data warehouses or data marts,
without concerns regarding how or where the data are stored.
However, the physical architecture and implementation of OLAP
servers must consider data storage issues

2. Top tier is a front-end client layer, which contains query and reporting tools,

analysis tools, and/or data mining tools.
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Figure () : A three-tier data warehousing architecture



 The advantage & disadvantage of DW

Managers need analysis of data to gain benefits from data
warehouses/data marts."

The three major advantages are:

1. Integrating data from multiple sources;

2. Performing new types of analyses; and

3. Reducing cost to access historical data.

Other benefits may include:

1. Standardizing data across the organization, a "single version of the
truth";

2. Improving turnaround time for analysis and reporting;

3. Sharing data and allowing others to easily access data;

4. Supporting ad hoc reporting and inquiry;

5. Reducing the development burden on IS/IT; and

6. Removing informational processing load from transaction-oriented
databases;

What disadvantages are there in implementing a data warehouse?

The major disadvantage is that a data warehouse can be costly to maintain.

 Steps of design and construction of data warehouse

In general, the warehouse design process consists of the following steps:

1. Choose a business process to model (e.g., orders, account
administration, sales, or the general ledger).



2. Choose the business process, which is the fundamental, atomic level
of data to be represented in the fact table for this process (e.g.,
individual transactions, individual daily snapshots, and so on).

3. Choose the dimensions that will apply to each fact table record.
Typical dimensions are time, item, customer, supplier, warehouse,
transaction type, and status.

4. Choose the measures that will populate each fact table record.
Typical measures are numeric additive quantities like dollars sold
and units sold.

 Steps Involved in Building a Data Warehouse

In general, building any data warehouse consists of the following steps:

1. Extracting the transactional data from the data sources into a
staging area

2. Transforming the transactional data
3. Loading the transformed data into a dimensional database
4. Building pre-calculated summary values to speed up report

generation
5. Building (or purchasing) a front-end reporting tool

 Data warehouse implementation

 Extraction, Transformation, and Loading

Data warehouse systems use back-end tools and utilities to populate and
refresh their data (Figure A three-tier data warehousing architecture).
These tools and utilities include the following functions:

o Data extraction, which typically gathers data from multiple,
heterogeneous, and external sources.

o Data cleaning, which detects errors in the data and rectifies them
when possible.

o Data transformation, which converts data from legacy or host
format to warehouse format.



o Load, which sorts, summarizes, consolidates, computes views,
checks integrity, and builds tables and partitions.

o Refresh, which propagates the updates from the data sources to
the warehouse.

Besides cleaning, loading, refreshing, and metadata definition tools, data
warehouse systems usually provide a good set of data warehouse
management tools. Data cleaning and data transformation are important
steps in improving the data quality and, subsequently, the data mining
results.

Metadata Repository

Metadata are data about data. When used in a data warehouse, metadata
are the data that define warehouse objects. Figure (A three-tier data
warehousing architecture) showed a metadata repository within the
bottom tier of the data warehousing architecture. Metadata are created
for the data names and definitions of the given warehouse.

A metadata repository should contain the following:

• A description of the data warehouse structure, which includes the
warehouse schema, view, dimensions, hierarchies, and derived data
definitions, as well as data mart locations and contents.

• Operational metadata, which include data lineage (history of
migrated data and the sequence of transformations applied to it),
currency of data (active, archived), and monitoring information
(warehouse usage statistics and error reports).

• The algorithms used for summarization, which include measure and
dimension definition algorithms, partitions, subject areas, aggregation,
summarization, and predefined queries and reports.

• Mapping from the operational environment to the data warehouse,
which includes source databases and their contents, gateway
descriptions, data partitions, data extraction, cleaning, transformation
rules and defaults, data refresh and purging rules, and security (user
authorization and access control).

• Data related to system performance, which include indices and
profiles that improve data access and retrieval performance, in addition



to rules for the timing and scheduling of refresh, update, and replication
cycles.

• Business metadata, which include business terms and definitions,
data ownership information, and charging policies
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• Data Warehouse Usage for Information Processing

There are three kinds of data warehouse applications: information
processing, analytical processing, and data mining.

 Information processing supports querying, basic statistical analysis,
and reporting using crosstabs, tables, charts, or graphs. A current
trend in data warehouse information processing is to construct low-
cost web-based accessing tools that are then integrated with web
browsers.

Crosstabs
 Analytical processing supports basic OLAP operations, including

slice-and-dice, drill-down, roll-up, and pivoting. It generally
operates on historic data in both summarized and detailed forms.
The major strength of online analytical processing over
information processing is the multidimensional data analysis of
data warehouse data.
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Food Line Outdoor Line CATEGORY_total
Asia 59,728 151,174 210,902

Food Line Outdoor Line CATEGORY_total

Malaysia 618 9,418 10,036

China 33,198.5 74,165 107,363.5

India 6,918 0 6,918

Japan 13,871.5 34,965 48,836.5

Singapore 5,122 32,626 37,748

Belgium 7797.5 21,125 28,922.5

Drill-Down
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Roll-Up

Food Line Outdoor Line CATEGORY_total

Canada 29,116.5 69,310 98,426.5

Mexico 12,743.5 24,284 37,027.5

United States 102,561.5 232,679 335,240.5

Food Line Outdoor Line CATEGORY_total
North America 144,421.5 326,273 470,694.5
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 Data mining supports knowledge discovery by finding hidden
patterns and associations, constructing analytical models,
performing classification and prediction, and presenting the mining
results using visualization tools.

 Data Preprocessing

1. Data Preprocessing: An Overview

1.1 Data quality

Why preprocessing the data?

Measures for data quality: A multidimensional view

1. Accuracy: correct or wrong, accurate or not.

2. Completeness: not recorded, unavailable.

3. Consistency: some modified but some not.

4. Timeliness: timely update.

5. Believability: how trustable the data are correct.
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6. Interpretability: how easily the data can be understood.

2. Major Tasks in Data Preprocessing

Forms of data preprocessing

2.1 Data cleaning:

Fill in missing values, smooth noisy data, identify or remove
outliers, and resolve inconsistencies.

2.1.1 Missing Values

Lacking attribute values, lacking certain attributes of interest, or
containing only aggregate data. e.g., Occupation=” ” (missing data)

How to Handle Missing Data?

1. Ignore the tuple: usually done when class label is missing (when
doing classification)—not effective when the % of missing values per
attribute varies considerably.
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2. Fill in the missing value manually:  this approach is time-consuming
and may not be feasible given a large data set with many missing values.

3. Use a global constant to fill in the missing value: Replace all
missing attribute values by the same constant, such as a label like
“Unknown”.  If missing values are replaced by, say, “Unknown,” then the
mining program may mistakenly think that they form an interesting
concept, since they all have a value in common—that of “Unknown.”
Hence, although this method is simple, it is not foolproof.

4. Use the attribute mean to fill in the missing value: For example,
suppose that the average income of All Electronics customers is $56,000.
Use this value to replace the missing value for income.

5. Use the attribute mean for all samples belonging to the same class
as the given tuple: For example: if classifying customers according to
credit risk replace the missing value with the average income value for
customers in the same credit risk category as that of the given tuple.

6. The most probable value: inference-based such as Bayesian formula
or decision   tree.
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2.3 Data transformation
The data are transformed or consolidated into forms appropriate for

mining.

Data transformation can involve the following:

a. Smoothing: which works to remove noise from the data Such
techniques include binning, regression, and clustering.

b. Aggregation: Summarization, data cube construction.

c. Generalization:  of the data, where low-level or “primitive” (raw)
data are replaced by higher-level concepts through the use of concept
hierarchies. For example, categorical attributes, like street, can be
generalized to higher-level concepts, like city or country. Similarly,
values for numerical attributes, like age, may be mapped to higher-
level concepts, like youth, middle-aged, and senior.

d. Attribute construction (or feature construction): where new
attributes are constructed and added from the given set of attributes to
help the mining process.

e. Normalization: Scaled to fall within a smaller, specified range
1) min-max normalization
2) z-score normalization
3) normalization by decimal scaling

Advantage:
Normalization is particularly useful for classification algorithms
involving neural networks, or distance measurements such as
nearest-neighbor classification and clustering.

1) min-max normalization
Min-max normalization performs a linear transformation on the
original data. Suppose that minA and maxA are the minimum and
maximum values of an attribute, A. Min-max normalization maps
a value, v, of A to v′ in the range [new_minA, new_maxA] by
computing
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Min-max normalization preserves the relationships among the
original data values. It will encounter an “out-of-bounds” error if
a future input case for normalization falls outside of the original
data range for A.

Example 1.2
Min-max normalization. Suppose that the minimum and
maximum values for the attribute income are $12,000 and
$98,000, respectively. We would like to map income to the range
[0:0;1:0]. By min-max normalization, a value of $73,600 for
income is transformed to

2) z-score normalization (or zero-mean normalization), the values
for an attribute,  A, are normalized based on the mean and
standard deviation of A. A value, v, of A is normalized to v′ by
computing

Where and ƠA are the mean and standard deviation,
respectively, of attribute A. This method of normalization is
useful when the actual minimum and maximum of attribute A are
unknown, or when there are outliers that dominate the min-max
normalization.

Example 2.3
z-score normalization Suppose that the mean and standard
deviation of the values for the attribute income are $54,000 and
$16,000, respectively. With z-score normalization, a value of
$73,600 for income is transformed to



Advanced Databases م.م نور حیدر    

36

3) Normalization by decimal scaling normalizes by moving the
decimal point of values of attribute A. The number of decimal
points moved depends on the maximum absolute value of A. A
value, v, of A is normalized to v′ by computing

Where j is the Max (|V|) < 1.

Example 1.4
Decimal scaling. Suppose that the recorded values of A range
from -986 to 917. The maximum absolute value of A is 986. To
normalize by decimal scaling, we therefore divide each value by
1,000 (i.e., j = 3) so that -986 normalizes to -0,986 and 917
normalizes to 0,917.

2.4 Data Reduction
Data reduction techniques can be applied to obtain a reduced

representation of the data set that is much smaller in volume, yet closely
maintains the integrity of the original data. That is, mining on the reduced
data set should be more efficient yet produce the same (or almost the
same) analytical results.

Strategies for data reduction include the following

a. Data cube aggregation: Data cubes store multidimensional
aggregated information.
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b. Attribute subset selection
reduces the data set size by removing irrelevant or redundant

attributes (or dimensions).

The goal of attribute subset selection is to find a minimum set of
attributes such that the resulting probability distribution of the data
classes is as close as possible to the original distribution obtained using
all attributes.
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Basic heuristic methods of attribute subset selection include the
following techniques

1. Stepwise forward selection: The procedure starts with an empty set
of attributes as the reduced set. The best of the original attributes is
determined and added to the reduced set. At each subsequent iteration
or step, the best of the remaining original attributes is added to the set.

2. Stepwise backward elimination: The procedure starts with the full
set of attributes. At each step, it removes the worst attribute
remaining in the set.

3. Combination of  forward selection and backward elimination:
The stepwise forward selection and backward elimination methods
can be combined so that, at each step, the procedure selects the best
attribute and removes the worst from among the remaining attributes.

4. Decision tree induction: Decision tree induction constructs a
flowchart like structure where each internal (nonleaf) node denotes a
test on an attribute, each branch corresponds to an outcome of the test,
and each external (leaf) node denotes a class prediction. At each node,
the algorithm chooses the “best” attribute to partition the data into
individual classes.
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C. Dimensionality reduction:

Data encoding or transformations are applied so as to obtain a reduced
or “compressed” representation of the original data.

Lossless data reduction: the original data can be reconstructed from
the compressed data without any loss of information.

Lossy data reduction:  we can reconstruct only an approximation of the
original data.

D. Numerosity reduction

Can be applied for reduce the data volume by choosing alternative,
‘smaller’ forms of data representation.

1. Parametric:
Assume the data fits some model, estimate model parameters, store only
the parameters, and discard the data (except possible outliers).

Ex.: Log-linear models, which estimate discrete multidimensional
probability distributions.
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2. Nonparametric: Do not assume models, Major families: histograms,
clustering, sampling.

2.1 Histograms:
 Divide data into buckets and store average (sum) for

each bucket.

 Partitioning rules:
 Equal-width: equal bucket range
 Equal-frequency (or equal-depth)

Example 1.5 Histograms. The following data are a list of prices of commonly
sold items at AllElectronics (rounded to the nearest dollar). The numbers have
been sorted: 1, 1, 5, 5, 5, 5, 5,8, 8, 10, 10, 10, 10, 12, 14, 14, 14, 15, 15, 15,
15, 15, 15, 18, 18, 18, 18, 18, 18, 18, 18, 20,20, 20, 20, 20, 20, 20, 21, 21, 21,
21, 25, 25, 25, 25, 25, 28, 28, 30, 30, 30.



Advanced Databases م.م نور حیدر    

41

Figure 1.4 below shows a histogram for the data using singleton buckets. To
further reduce the data, it is common to have each bucket denote a continuous
range of values for the given attribute. In Figure 2.5, each bucket represents a
different $10 range for price.

Clustering

Clustering techniques consider data tuples as objects. They
partition the objects into groups or clusters, so that objects
within a cluster are “similar” to one another and “dissimilar” to
objects in other clusters.

2.2 Sampling
Sampling can be used as a data reduction technique

because it allows a large data set to be represented by a much
smaller random sample (or subset) of the data.

2.2.1 Simple random sample without replacement
(SRSWOR)
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2.2.2 Simple random sample with replacement (SRSWR)

2.2.3 Cluster sample: If the tuples in D are grouped into M
mutually disjoint “clusters,” then an SRS of s clusters can
be obtained, where s < M.

For example, tuples in a database are usually retrieved a
page at a time, so that each page can be considered a
cluster. A reduced data representation can be obtained by
applying, say, SRSWOR to the pages, resulting in a cluster
sample of the tuples.

2.2.4 Stratified sample: If D is divided into mutually disjoint
parts called strata, a stratified sample of D is generated by
obtaining an SRS at each stratum. This helps ensure a
representative sample, especially when the data are
skewed. For example, a stratified sample may be obtained
from customer data, where a stratum is created for each
customer age group. In this way, the age group having the
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smallest number of customers will be sure to be
represented.
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 Data Mining 

Data mining is a new component in an enterprise's decision 
support system (DSS) architecture. It complements and interlocks 
with other DSS capabilities such as query and reporting, on-line 
analytical processing (OLAP), data visualization, and traditional 
statistical analysis. Shown in Figure bellow , these other DSS 
technologies are generally retrospective. They provide reports, 
tables, and graphs of what happened in the past. A user who 
knows what she's looking for can answer specific questions like: 
"How many new accounts were opened in the Midwest region last 
quarter," "Which stores had the largest change in revenues 
compared to the same month last year," or "Did we meet our goal 
of a ten-percent increase in holiday sales?" 

 

Data mining (sometimes called data or knowledge discovery) is the 

process of analyzing data from different perspectives and 

summarizing it into useful information - information that can be used 

to increase revenue, cuts costs, or both. Data mining software is one 

of a number of analytical tools for analyzing data. It allows users to 

analyze data from many different dimensions or angles, categorize it, 

and summarize the relationships identified. Technically, data mining 

is the process of finding correlations or patterns among dozens of 

fields in large relational databases. 
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 The Purpose of Data Mining : 

 
1. There is often information “hidden" in the data is not easily 

evident.  

 2. Human analysts may take weeks to discover useful 

information. 

3. Much of the data is never analyzed at all. 

 Data Mining Functionalities—What Kinds of Patterns 

Can Be Mined? 
 

The data mining functionalities and the kinds of patterns they can 

discover, are described Below: 

1- Characterization: Data characterization is a summarization of general 

features of objects in a target class, and produces what is called 

characteristic rules. The data relevant to a user-specified class are normally 

retrieved by a database query and run through a summarization module to 

extract the essence of the data at different levels of abstractions. For 

example, one may want to characterize the Our Video Store customers 

who regularly rent more than 30 movies a year. 

2-Discrimination: Data discrimination produces what are called 

discriminate rules and is basically the comparison of the general features 

of objects between two classes referred to as the target class and the 

contrasting class. For example, one may want to compare the general 

characteristics of the customers who rented more than 30 movies in the last 

year with those whose rental account is lower than 5. The techniques used 

for data discrimination are very similar to the techniques used for data 

characterization with the exception that data discrimination results include 

comparative measures. 

3- Association analysis: Association analysis is the discovery of what are 

commonly called association rules. It studies the frequency of items 

occurring together in transactional databases. Association analysis is 

commonly used for market basket analysis. For example, it could be useful 

for the Our Video Store manager to know what movies are often rented 
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together or if there is a relationship between renting a certain type of 

movies and buying popcorn or pop. The discovered association rules are of 

the form: P->Q that P and Q appear together in a transaction, is the 

conditional probability that Q appears in a transaction when P is present.  

4- Classification: Classification analysis is the organization of data in 

given classes. Also known as supervised classification. Classification 

approaches normally use a training set where all objects are already 

associated with known class labels. The classification algorithm learns 

from the training set and builds a model. The model is used to classify new 

objects. The derived model is based on the analysis of a set of training data 

“How is the derived model presented?” The derived model may be 

represented in various forms, such as classification (IF-THEN) rules, 

decision trees, mathematical formulae, or neural networks . 

5- Prediction: the term prediction may refer to both numeric prediction 

and class label prediction ,Prediction is however more often referred to the 

forecast of missing numerical values, or increase/ decrease trends in time 

related data. The major idea is to use a large number of past values to 

consider probable future values. 

6- Clustering: Similar to classification, clustering is the organization of 

data in classes. However, unlike classification, in clustering, class labels 

are unknown . Clustering is also called unsupervised classification, 

because the classification is not dictated by given class labels. There are 

many clustering approaches all based on the principle of maximizing the 

similarity between objects in a same class (intra-class similarity) and 

minimizing the similarity between objects of different classes (inter-class 

similarity). 

7- Outlier analysis: Outliers are data elements that cannot be grouped in a 

given class or cluster. Also known as exceptions or surprises, they are 

often very important to identify. While outliers can be considered noise 

and discarded in some applications, they can reveal important knowledge 

in other domains, and thus can be very significant and their analysis 

valuable. 
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• UWhat are Data Mining and Knowledge Discovery? 
 

Data Mining, also popularly known as Knowledge Discovery 

in Databases (KDD), refers to the normal extraction of implicit, 

previously unknown and potentially useful information from data 

in databases. While data mining and knowledge discovery in 

databases (or KDD) are frequently treated as synonyms, data 

mining is actually part of the knowledge discovery process. The 

following figure (Figure 1.1) shows data mining as a step in an 

iterative knowledge discovery process. 
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KDD consists of the following steps: 
 
1-Data cleaning: to remove noise and inconsistent data. 
 
2-Data integration: multiple data sources," often heterogeneous" may be 
combined. 
 
3-Data selection: where data relevant to the analysis task are retrieved 
from the database 
 
4-Data transformation: also known as data consolidation, it is a phase in 

which the selected data is transformed into forms appropriate for the 

mining procedure. 

5-Data mining: an essential process where intelligent methods are 

applied in order to extract data patterns. 

 

6-Pattern evaluation: in this step, strictly interesting patterns 

representing knowledge are identified based on given measures. 

 

 7-Knowledge representation: is the final phase in which the discovered 

knowledge is visually represented to the user.  This essential step uses   

visualization  techniques to help users understand and interpret the data 

mining result . 

 

It is common to combine some of these steps together.  

The KDD is an iterative process. Once the discovered knowledge is 

presented to the user, the evaluation measures can be enhanced, the 

mining can be further refined, new data can be selected or further 

transformed, or new data sources can be integrated, in order to get 

different, more appropriate results. 
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• UHow do we categorize data mining systems? 

Data mining systems can be categorized according to various criteria 
among other classification are the following: 

1- Classification according to the type of data source mined: this 
classification categorizes data mining systems according to the type of data 
handled such as spatial data, multimedia data, text data, World Wide Web, 
etc. 

2- Classification according to the data model drawn on: this 
classification categorizes data mining systems based on the data model 
involved such as relational database, object-oriented database, data 
warehouse, transactional, etc. 

3- Classification according to the kind of knowledge discovered: this 
classification categorizes data mining systems based on the kind of 
knowledge discovered or data mining functionalities, such as 
characterization, discrimination, association, classification, clustering, etc. 
Some systems tend to be comprehensive systems offering several data 
mining functionalities together. 

4- Classification according to mining techniques used: Data mining 
systems employ and provide different techniques. This classification 
categorizes data mining systems according to the data analysis approach 
used such as machine learning, neural networks, genetic algorithms, 
statistics, visualization, or data warehouse-oriented, etc. 

• UClassification & Prediction with Advanced Methods 
 
1. Introduction 

Databases are rich with hidden information that can be used for making 
intelligent business decisions. Classification and prediction are two forms of 
data analysis which can be used to extract models describing important data 
classes or to predict future data trends. Whereas classification predicts 
categorical labels (or discrete values), prediction models continuous-valued 
functions.  Database mining research has built for developing scalable 
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classification and prediction techniques capable of handling large, disk 
resident data. Classification and prediction have numerous applications 
including credit approval, medical diagnosis, performance prediction, and 
selective marketing. In this section, we will learn basic techniques for data 
classification such as Decision tree induction, Bayesian classification and 
Bayesian belief networks, and neural networks.  
2. Classification vs. prediction 

Classification is the process of finding a set of models (or functions) that 
describe and distinguish data classes or concepts, for the purpose of being 
able to use the model to predict the class of objects whose class label is 
unknown. In prediction, rather than predicting class labels, the main interest 
(usually) is missing or unavailable data values.  
So, although classification is actually the step of finding the models, the goal 
of both methods is to predict something about unknown data objects. The 
difference is that in classification that “something” is the class of objects, 
whereas in prediction it is the missing data values. 
 
3. Classification by decision tree induction 

A decision tree is a flow-chart-like tree structure, where each internal node 
denotes a test on an attribute, each branch represents an outcome of the test, 
and leaf nodes represent classes or class distributions. The topmost node in a 
tree is the root node. 
The tree consists of nodes and leaves. The root node is at the top of the 
diagram, and the leaves at the bottom. Each node tests the value of some 
feature of a sample, and each leaf assigns a class label to the sample.  
Decision tree is a hierarchical tree structure that used to classify classes based 
on a series of questions (or rules) about the attributes of the class. For 
example, suppose that we have a database of customers (training set) as 
shown below (figure1).  
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Figure1: a database of customers (training set) 

The database describes attributes of the customers, such as their age, income, 
student and credit rating. The customers can be classified as to whether or not they 
have purchased a computer at the database. Suppose that new customers are added 
to the database and that you would like to notify these customers of an uncoming 
computer sale. A more cost efficient method would be to only target those new 
customers who are likely to purchase a new computer. A classification model can 
be constructed and used for this purpose. Suppose instead that you would like to 
predict the number of major purchases that a customer will make at the database 
during a fiscal year. Since the predicted value here is ordered, a prediction model 
can be constructed for this purpose. A typical decision tree is shown in Figure 2. 
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Figure 2: Decision tree for the concept buys-computer 

 

The figure above indicates whether or not a customer at the database is likely to 
purchase a computer. Each internal (non-leaf) node represents a test on an 
attribute. Each leaf node represents a class (either buys computer = yes or buys 
computer = no). 

In order to classify an unknown sample, the attribute values of the sample are 
tested against the decision tree. A path is traced from the root to a leaf node which 
holds the class prediction for that sample.  

Decision trees in figure (2) can easily be converted to the following classification 
rules: 

R1: IF age = youth AND student = no THEN buys-computer = no. 

R2: IF age = youth AND student = yes THEN buys-computer = yes. 

R3: IF age = middle-aged THEN buys-computer = yes. 

R4: IF age = senior AND credit-rating= fair THEN buys-computer = no. 

R5: IF age = senior AND credit-rating= excellent THEN buys-computer = yes. 
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4. Bayesian classification 

Bayesian classifiers are statistical classifiers. They can predict class 
membership probabilities, such as the probability that a given sample belongs to a 
particular class. 

Bayesian classification is based on Bayes theorem, described below. Studies 
comparing classification algorithms have found a simple Bayesian classifier known 
as the naive Bayesian classifier to be comparable in performance with decision tree 
and neural network classifiers. Bayesian classifiers have also exhibited high 
accuracy and speed when applied to large databases. 

Naive Bayesian classifiers assume that the effect of an attribute value on a given 
class is independent of the values of the other attributes. This assumption is called 
class conditional independence. It is made to simplify the computations involved, 
and in this sense, is considered "naive". Bayesian belief networks are graphical 
models, which unlike naive Bayesian classifiers allow the representation of 
dependencies among subsets of attributes. Bayesian belief networks can also be 
used for classification. 

5. Bayesian belief networks 

A Bayesian Network is a Data Structure which represents the dependence 
between variables. It gives concise specification of the joint probability 
distribution. A Bayesian Network is a graph in which the following holds: 

1. A set of random variables makes up the nodes in the network. 

2. A set of directed links or arrows connects pairs of nodes. 

3. Each node has a conditional probability table that quantifies the effects the 
parents have on the node. 

4. Directed, acyclic graph (DAG), i.e. no directed cycles. 
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1. Classification by Neural Networks 

An artificial neural network is an information processing system that has certain 
performance characters in common with biological neural networks. Artificial 
neural networks have been developed as generalizations of mathematical models of 
human cognition or neural biology, based on the assumptions that:- 

1-Information processing occurs at many simple elements called neurons. 

2-Signals are passed between neurons over connection links. 

3-Each connection link has an associated weight which, in a typical neural net, 
multiplies the signal transmitted. 

4-Each neuron applies an action function (usually nonlinear) to its net input (sum 
of weighted input signals) to determine its output signal. 

A Neural network is characterized by:  

Architecture: - its pattern of connections between the neurons. 

Training Learning Algorithm: - its method of determining the weights on the 
connections. 

• “UHow does data mining relate to information processing and online 
analytical processing?” 
 

 Information processing, based on queries, can find useful information. 

However, answers to such queries reflect the information directly stored in 

databases or computable by aggregate functions. They do not reflect 

sophisticated patterns or regularities buried in the database. Therefore, 

information processing is not data mining. 

• Online analytical processing comes a step closer to data mining because it 

can derive information summarized at multiple granularities from user-

specified subsets of a data warehouse. Such descriptions are equivalent to 

the class/concept descriptions discussed in Chapter 1. Because data mining 
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systems can also mine generalized class/concept descriptions, this raises 

some interesting questions: “Do OLAP systems perform data mining? Are 

OLAP systems actually data mining systems?” 

• The functionalities of OLAP and data mining can be viewed as disjoint: 

OLAP is a data summarization/aggregation tool that helps simplify data 

analysis, while data mining allows the automated discovery of implicit 

patterns and interesting knowledge hidden in large amounts of data. OLAP 

tools are targeted toward simplifying and supporting interactive data 

analysis, whereas the goal of data mining tools is to automate as much of the 

process as possible, while still allowing users to guide the process. In this 

sense, data mining goes one step beyond traditional online analytical 

processing. 

• An alternative and broader view of data mining may be adopted in which 

data mining covers both data description and data modeling. Because OLAP 

systems can present general descriptions of data from data warehouses, 

OLAP functions are essentially for user-directed data summarization and 

comparison (by drilling, pivoting, slicing, dicing, and other operations). 

These are, though limited, data mining functionalities. Yet according to this 

view, data mining covers a much broader spectrum than simple OLAP 

operations, because it performs not only data summarization and comparison 

but also association, classification, prediction, clustering, time -series 

analysis, and other data analysis tasks. 

• Data mining is not confined to the analysis of data stored in data 

warehouses. It may analyze data existing at more detailed granularities than 

the summarized data provided in a data warehouse. It may also analyze 

transactional, spatial, textual, and multimedia data that are difficult to model 

with current multidimensional database technology. In this context, data 
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mining covers a broader spectrum than OLAP with respect to data mining 

functionality and the complexity of the data handled. 

• Because data mining involves more automated and deeper analysis than 

OLAP, it is expected to have broader applications. Data mining can help 

business managers find and reach m ore suitable customers, as well as gain 

critical business insights that may help drive market share and raise profits. 

In addition, data mining can help managers understand customer group 

characteristics and develop optimal pricing strategies accordingly. It can 

correct item bundling based not on intuition but on actual item groups 

derived from customer purchase patterns, reduce promotional spending, and 

at the same time increase the overall net effectiveness of promotions. 

• UCluster Analysis 
 

Cluster is a collection of data objects that are similar to one another within 
the same cluster and are dissimilar to the objects in other clusters. A cluster of 
data objects can be treated collectively as one group often / distance measures 
are used. 
 
THE CLUSTERING REQUIREMENTS 
 
The following are typical requirements of clustering in data mining: 
 
1. Scalability: Many clustering algorithms work well on small data sets; 

however, a large database may contain millions of objects. Highly 
scalable clustering algorithms are needed. 
 

2. Ability to deal with different types of attributes: Many algorithms 
are designed to cluster numerical data. However, applications may 
require clustering other types of data, such as binary, categorical, and 
ordinal data, or mixtures of these data types. 
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3. Discovery of clusters with arbitrary shape: Many clustering 

algorithms determine clusters based on Euclidean distance measure; 
however, a cluster could be of any shape. It is important to develop 
algorithms that can detect clusters of arbitrary shape. 
 

4. Minimal requirements for domain knowledge to determine input 
parameters: Many clustering algorithms require users to input certain 
parameters in cluster analysis (such as the number of desired clusters). 
The clustering results can be quite sensitive to input parameters. 

 
 

5. Ability to deal with noisy data: Most real-world databases contain 
outliers or erroneous data. Some clustering algorithms are sensitive to 
such data. 
 

6. High dimensionality: A database or a data warehouse can contain 
several dimensions .Many clustering algorithms are good at handling 
low-dimensional data, involving only two to three dimensions. Human 
eyes are good at judging the quality of clustering for up to three 
dimensions. 

 
 

7.  Insensitivity to the order of input records:  
          Some clustering algorithms are sensitive to the order of input data.  
 
8. Constraint-based clustering: Real-world applications may need 

perform   clustering under various kinds of constraints. 
 

9. Interpretability and usability: Users expect clustering results to be 
interpretable,   and usable. 
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• UMining Frequent Patterns, Associations and Correlations 
 

Basic Concepts and a Road Map 

Frequent patterns are patterns (such as item sets, subsequences, or 

substructures) that appear in a data set frequently. 

For example, a set of items, such as milk and bread that appear frequently 

together in a transaction data set is a frequent item set. A subsequence, such as 

buying first a PC, then a digital camera, and then a memory card, if it occurs 

frequently in a shopping history database, is a (frequent) sequential pattern.  

      Frequent pattern mining searches for recurring relationships in a given data set. 

     

       Market Basket Analysis: A Motivating Example 
This process analyzes customer buying habits by finding associations 

between the different items that customers place in their “shopping baskets” 

(Figure 1.1). The discovery of such associations can help retailers develop 

marketing strategies by gaining insight into which items are frequently 

purchased together by customers.  

 
Figure 1.1 Market basket analyses. 
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For example, the information that customers who purchase computers also tend to 

buy antivirus software at the same time is represented in Association Rule (1.1) 

below: 

Computer        antivirus _software [support = 2%; confidence = 60%] (1.1) 

Rule support and confidence are two measures of rule interestingness. They 

respectively reflect the usefulness and certainty of discovered rules. 

 

Frequent Item sets, Closed Item sets, and Association Rules 
Let I = {I1, I2… Im} be a set of items. 

Each transaction is associated with an identifier, called TID 

Let A be a set of items. a transaction T is said to contain A if and only if A € T. 

 
An itemset that contains k items is a k-itemset. The set {computer, antivirus 

software}  is a 2-itemset. 
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• Itemset X = {xR1R, …, xRkR} 

• Find all the rules X  Y with minimum support and confidence  

• support, s, probability that a transaction contains X ∪ Y. 

• confidence, c, conditional probability that a transaction having X also 

contains Y. 

• Let  supRminR = 50%,  confRminR = 50%. 

• Freq. Pat.: {A:3, B:3, D:4, E:3, AD:3}. 

• Association rules: 

A  D (60%, 100%) 

In general, association rule mining can be viewed as a two-step process: 

1. Find all frequent itemsets: By definition, each of these itemsets will occur at 

least as frequently as a predetermined minimum support count, min sup. 

 

2. Generate strong association rules from the frequent itemsets: By definition, these 

rules must satisfy minimum support and minimum confidence. 
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 From Data Warehousing to Data Mining 
 

U

 
 

There are three kinds of data warehouse applications:  
 
• Information processing (querying and reporting). 
• Analytical processing (which allows users to navigate through summarized 

and detailed data by OLAP operations). 
• Data mining (which supports knowledge discovery). 
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• UDo OLAP systems perform data mining?  
• UAre OLAP systems actually data mining systems? 

     The functionalities of OLAP and data mining can be viewed as disjoint 

                         OLAP                        data mining 

OLAP is a data summarization/aggregation 
tool that  helps simplify data analysis 

data mining allows the automated discovery of 
implicit patterns and interesting knowledge 
hidden  in large amounts  of data. 

OLAP tools are targeted toward simplifying 
 and supporting  interactive data  analysis 

whereas the  goal of data  mining  tools  is to  
automate as much of the process as possible, 
 while still allowing users to guide the process 

The functionalities: data summary and  
comparison 

The functionalities: data summary and  
Comparison, association, classification,  
prediction, clustering, time-series analysis. 

analysis of data stored in data warehouses 
analyze data existing at more detailed granulariti  
transactional, spatial, textual, and multimedia da  

 

Because data mining involves more automated and deeper analysis than OLAP, data 

mining is expected to have broader applications. 

• UFrom On-Line Analytical Processing(OLAP) TO  On-   Line 
Analytical   Mining(OLAM). 

 
On-line analytical mining (OLAM) (also called OLAP mining) integrates on-line 
analytical processing (OLAP) with data mining and mining knowledge in 
multidimensional databases. 
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OLAM is particularly important for the following reasons: 
 

• High quality of data in data warehouses: Most data mining tools need to work on 
integrated, consistent, and cleaned data. A data warehouse constructed by such 
preprocessing serves as a valuable source of high- quality data for OLAP as well as 
for data mining.  
 

• Available information processing infrastructure surrounding data 
warehouses:  include accessing, integration, consolidation, and transformation of 
multiple heterogeneous databases, ODBC/OLE DB connections, Web-accessing 
and service facilities, and reporting and OLAP analysis tools.  

 
•     OLAP-based exploratory data analysis: Effective data mining needs 

exploratory data analysis. On-line analytical mining (OLAM) provides facilities 
for data mining on different subsets of data and at different levels of abstraction. 

 
• On-line selection of data mining functions:   By integrating OLAP with multiple 

data mining functions, on-line analytical mining (OLAM)   provides users with the 
flexibility to select desired data mining functions and swap data mining tasks 
dynamically. 
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